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Abstract
We present a predictive maintenance approach for industrial production lines based on multivariate segment-wise
time-series analysis. To address the high cost of collecting anomalous samples, we propose a novelty detection
framework in which a transformer autoencoder is trained in a semi-supervised fashion exclusively on nominal
sequences, and anomaly scores are derived from reconstruction error at test time. We introduce a set of learnable
“compression tokens” into the transformer encoder; these tokens serve as the bottleneck from which the decoder
reconstructs the input. We compare this model against an MLP-based autoencoder baseline; the results show that
the novelty-detection model remains strong, with near-perfect performance under time-aware and device-aware
validation, which are the conditions that most faithfully simulate deployment.
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1. Introduction

Modern industrial production lines are complex electromechanical systems in which unplanned down-
time can cause severe disruptions and have significant economic consequences. Traditional mainte-
nance strategies that intervene after a fault has occurred or replace components at fixed intervals are
increasingly inadequate in high-throughput environments where both over-maintenance and under-
maintenance carry non-trivial costs [1]. Predictive maintenance offers a compelling alternative: by
continuously monitoring sensor signals, a data-driven model can detect early signatures of degradation
and recommend targeted intervention before a failure propagates.

At the heart of predictive maintenance lies the problem of anomaly detection: identifying acquisitions
whose statistical behavior deviates from the learned pattern of healthy operation. In principle, this can
be cast as a supervised binary classification task: given a labeled corpus of normal and faulty examples,
a discriminative model is trained to distinguish between the two. In practice, however, industrial
fault data is notoriously scarce. Failures are by definition rare events; labeling them requires domain
expertise; and the space of possible fault modes is open-ended. As a result, supervised approaches that
rely on comprehensive fault libraries are difficult to deploy and tend to generalize poorly to fault types
unseen during training [2].

This paper addresses the problem as novelty detection: the model is trained only on nominal sequences
and flags at test time any acquisition whose behavior deviates from the learned normal manifold. No
anomalous samples are ever seen during training [3]. This semi-supervised formulation is well-suited
to the industrial setting, because nominal data is abundant and continuously generated by the line,
whereas fault examples are rare and expensive to curate.
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Following the classic autoencoder paradigm, we train a transformer-based encoder-decoder to
reconstruct nominal sequences and use the reconstruction error as an anomaly score. While time-series
anomaly detection methods typically operate on short sliding windows extracted from a continuous
stream [2], in our setting, each acquisition is a self-contained segment corresponding to a complete
production cycle. Fault-related deviations often manifest as subtle but consistent patterns distributed
over the entire segment rather than as isolated point anomalies. Decomposing these segments into
windows would discard this global structure and break the temporal coherence that distinguishes a
faulty cycle from a nominal one.

To correctly detect anomalies, we append a small set of learnable tokens that we call compression
tokens to the projected input sequence. Inspired by the [CLS] mechanism of BERT [4], these tokens
interact with the full sequence through self-attention and accumulate a compact, global representation
of the acquisition. The decoder then reconstructs the original timeseries from this bottleneck, together
with learned mask tokens. Because the compression tokens must summarize the entire segment to enable
faithful reconstruction, they act as a natural anomaly-sensitive representation: nominal sequences
compress well, whereas anomalous ones do not. This provides a principled, label-free anomaly score
without any task-specific classification head.

We benchmark the model on an industrial production line that is well-suited to this study and against
an MLP-based autoencoder baseline following [5]. The results achieve near-perfect performance on
all realistic time- and device-aware evaluation settings, demonstrating that it captures transferable
representations of normal behavior rather than overfitting to specific devices or temporal patterns.

2. Related Work

Reconstruction-based methods train a model on nominal data and score test samples by their recon-
struction error, making them well suited to the label-scarce regime of industrial maintenance [3]. Early
sequence-level encoder-decoder approaches, including LSTM-based autoencoders [6] and stochastic
recurrent models such as OmniAnomaly [7], showed that nominal multivariate dynamics can be mod-
eled effectively without requiring fault labels. Related unsupervised formulations, such as USAD [8]
and DAGMM [9], further reinforced the idea that reconstruction- or density-based objectives pro-
vide a practical route for anomaly detection when abnormal examples are scarce, heterogeneous, or
unavailable.

More recently, transformer architectures have been adopted to capture long-range temporal depen-
dencies that are difficult for recurrent models to summarize [10]. In the anomaly-detection literature,
this trend includes methods such as the Anomaly Transformer [11], which uses the attention structure
itself as a signal of abnormality. In parallel, the [CLS] token mechanism introduced in BERT [4]
demonstrated how a small set of learned tokens can accumulate global contextual information through
self-attention. Our use of compression tokens is conceptually related to this idea, but differs in purpose:
rather than supporting discriminative prediction, the tokens define an information bottleneck from
which the full segment must be reconstructed.

The sliding-window paradigm remains dominant in anomaly detection benchmarks [2], but it is
poorly suited to segment-structured industrial data where the diagnostic signal is distributed across
the full cycle. For these reasons, our work treats each acquisition as an atomic unit and learns a
segment-level representation tailored to reconstruction-based novelty detection, which is both more
faithful to the industrial setting and better aligned with the structure of the underlying process.

3. Method

3.1. Segment-wise Transformer Autoencoder with Compression Tokens

The input sequence X ∈ R𝑇×𝐶 is linearly projected into an embedding space of dimension 𝐷. A small
set of 𝐿𝑧 learnable compression tokens z ∈ R𝐿𝑧×𝐷 is then appended to the projected sequence before
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Figure 1: Overview of the proposed segment-wise novelty detection model. Compression tokens
aggregate global sequence information through self-attention; the decoder reconstructs the full input
from these tokens, and the reconstruction error serves as the anomaly score.

it enters the transformer encoder:

Xaug = [X̂; z] ∈ R(𝑇+𝐿𝑧)×𝐷. (1)

The encoder consists of Λenc transformer layers, each containing multi-head self-attention and a feed-
forward network. All tokens interact with one another through self-attention, so the compression tokens
accumulate a compact global representation of the entire acquisition. After encoding, the updated
compression tokens ẑ = henc[𝑇 : 𝑇 + 𝐿𝑧] form the bottleneck that is passed to the decoder.

The decoder receives the compression tokens concatenated with a sequence of 𝑇 repetitions of a shared
learnable mask token x̄ ∈ R𝐷 , replacing all original time-step embeddings. The decoder applies Λdec
transformer layers and a final linear unprojection to produce the reconstructed sequence X′ ∈ R𝑇×𝐶 .

The model is trained by minimizing the mean squared reconstruction error over all time steps and
channels:

ℒMSE =
1

𝑇 · 𝐶

𝑇∑︁
𝑡=1

𝐶∑︁
𝑐=1

(︀
𝑋𝑡,𝑐 −𝑋 ′

𝑡,𝑐

)︀2
. (2)

Because normal sequences share a predictable structure, the model learns to reconstruct them accurately;
anomalous sequences violate this structure and incur higher error. At inference time, ℒMSE is used
directly as the anomaly score, i.e., no anomaly labels are required except for evaluation. An overview of
the architecture is shown in Figure 1.

3.2. Preprocessing

Temporal alignment. Acquisitions from the same production line exhibit temporal misalignment:
similar patterns appear shifted earlier or later across different samples, introducing variability that
degrades reconstruction quality. To correct for this, we estimate the per-sequence lag via cross-
correlation against a fixed reference sequence used both in training and testing.

Given a query series x𝑞 ∈ R𝑇 and a reference series xref ∈ R𝑇 , the cross-correlation is computed as

𝐶[𝑘] =

𝑇−1∑︁
𝑡=0

𝑥̃𝑞[𝑡] · 𝑥̃ref[𝑡+ 𝑘], 𝑘 ∈ {−(𝑇 − 1), . . . , 𝑇 − 1}, (3)

and the lag estimate is
ℓ̂ = argmax

𝑘
𝐶[𝑘]. (4)

The aligned series is then obtained by padding with zeros and cropping:

𝑥aligned[𝑡] =

⎧⎪⎨⎪⎩
pad

(︀
x𝑞, (0, ℓ̂)

)︀
[𝑡+ ℓ̂] ℓ̂ > 0,

pad
(︀
x𝑞, (−ℓ̂, 0)

)︀
[𝑡] ℓ̂ < 0,

𝑥𝑞[𝑡] ℓ̂ = 0.

(5)



Since each acquisition is multivariate, the lag could in principle be estimated per channel. In practice,
we average the estimates obtained from the two most temporally stable channels, which yielded the
best empirical alignment.

Smoothed normalization. Each channel is first smoothed by convolving with a Gaussian kernel to
suppress high-frequency noise while preserving the underlying dynamics of the production cycle:

𝑥̃[𝑡] =
∑︁
𝜏

𝑥[𝜏 ] · 𝑔[𝑡− 𝜏 ], 𝑔[𝑡] =
1√
2𝜋 𝜎𝑔

exp

(︂
− 𝑡2

2𝜎2
𝑔

)︂
, (6)

where 𝜎𝑔 controls the bandwidth of the filter. The smoothed signal 𝑥̃[𝑡] is then standardized via z-score
normalization:

𝑥̂[𝑡] =
𝑥̃[𝑡]− 𝜇𝑥

𝜎𝑥
, 𝜇𝑥 =

1

𝑇

𝑇−1∑︁
𝑡=0

𝑥̃[𝑡], 𝜎𝑥 =

⎯⎸⎸⎷ 1

𝑇

𝑇−1∑︁
𝑡=0

(𝑥̃[𝑡]− 𝜇𝑥)2. (7)

The statistics 𝜇𝑥 and 𝜎𝑥 are computed exclusively on aligned nominal sequences computed using only
training data, preventing fault patterns from biasing the normalization. Sequences with an estimated
lag |ℓ̂| exceeding a certain threshold are excluded from the statistics computation, and the resulting
normalized series are clipped to suppress extreme outliers.

3.3. MLP-based Autoencoder Baseline

As a baseline, we train a three-layer MLP autoencoder on flattened sequences. The input X ∈ R𝑇×𝐶 is
flattened into a vector of dimension 𝑇 · 𝐶 , which is compressed to a bottleneck representation by the
encoder MLP and then reconstructed by a symmetric decoder MLP. The model is trained with the same
MSE objective as the transformer autoencoder (Eq. 2) and is evaluated identically via reconstruction
error at inference time. This baseline shares the same label-free, novelty-detection formulation, but
its flat bottleneck lacks the structured inductive biases of the transformer architecture. Moreover, due
to the entire segment flattened into a single vector before being fed to the first linear layer, the input
dimensionality requires two orders of magnitude more parameters to achieve comparable performance,
as reported in Table 1.

4. Experiments and Results

Dataset. The dataset we used for training and evaluation of the proposed method is a distribution-
unit line powered by six devices (motors). Each motor is equipped with a sensor that records 𝐶 = 10
channels per acquisition – including actual speed, torque, relative current, DC link voltage, encoder
positions, and active power – yielding 1, 288 multivariate time series of 2, 234 time steps each (segment
length 𝑇 ). One device is anomalous; the remaining five are nominal.

Evaluation splits. To properly test the model under a realistic scenario, we evaluate it using three
strategies of data splitting, all using a 70/30 training-to-validation ratio.

Random splitting distributes sequences across the two sets without regard for temporal order or
device identity. Because the model may effectively interpolate between temporally adjacent samples
in the training and validation sets, this strategy represents an optimistic upper bound on achievable
performance rather than a realistic deployment scenario.

Time-coherent splitting assigns earlier acquisitions to training and later ones to validation, preserving
the natural chronological order of the data. This setup simulates the practical condition in which
a deployed model must detect anomalies in future acquisitions it has never observed, making it a
significantly more rigorous test of generalization.



Table 1
Our compression-token autoencoder requires just 0.7% of the baseline parameters to have similar or superior
performances on the distribution-unit line. The best results on the evaluation set are reported for each split.

Model Parameters Metric
Evaluation Split

Random Time Coherent Device Isolation

MLP-based a.e. 70, 757, 188
AUPRC 98.75 99.29 99.36
AUROC 99.53 99.53 99.76

Compression Tokens a.e. 489, 162
AUPRC 99.36 99.75 99.47
AUROC 99.60 99.79 99.20

Device isolation splitting withholds all acquisitions from a held-out subset of devices and uses them
exclusively for validation. The model must therefore generalize to equipment it has never seen during
training. This is the condition that most closely mirrors deployment on a new production line or a
newly installed motor.

Architectural details. Regarding the normalization and alignment, we used a lag-threshold of 200, a
clipping value of [−3, 3], and 𝜎𝑔 = 15. For the compression token-based model, we used an embedding
dimension of 𝐷 = 64, 𝐿𝑧 = 2 compression tokens, 1 attention head, and (Λenc = Λdec = 3) layers. The
MLP-based autoencoder has 3 layers per side with a latent dimension of respectively 22340, 2048, and
1024. We trained both models using the Adam [12] optimizer with a learning rate of 10−3, a batch size
of 32, for 50 epochs.

Results. Table 1 reports the results across all splits and models. The MLP-based autoencoder achieves
near-perfect scores across all three evaluation splits, confirming that the sensor signals carry a strong
and recoverable normality structure even under a flat reconstruction objective. This result also validates
the effectiveness of the preprocessing pipeline in exposing the fault signature to a learning model.
However, this performance comes at a steep parametric cost: because the full segment is flattened
into a vector of dimension 𝑇 · 𝐶 before encoding, the first linear layer alone dominates the parameter
budget, driving the total count to approximately 70.8M; making it unsuitable for resource-constrained
industrial deployment.

The compression-token transformer autoencoder matches or surpasses this baseline across all splits
while using less than 0.7% of its parameters (489K). Performance doesn’t drop even into time-coherent
and device-isolation splits, indicating that the model captures temporal patterns that generalize beyond
the specific time window and devices seen during training. The compression-token bottleneck forces
the encoder to learn a compact representation of normal behavior as such, not a fingerprint of any
particular motor, achieving this with an architecture that is two orders of magnitude leaner.

5. Conclusion

We have presented a segment-wise novelty detection model for industrial predictive maintenance, with
two principal contributions: (i) treating full acquisition segments as atomic units rather than sliding
windows, preserving the global fault signature distributed over the production cycle; and (ii) using
learnable compression tokens as an information bottleneck inside the transformer encoder, enabling
label-free anomaly scoring via reconstruction error. The model requires no fault annotations, remains
effective under time- and device-aware evaluation, and provides a principled foundation for industrial
anomaly detection in the label-scarce regime. Future work will explore extensions to more complex
architectures, multi-modal data, and real-time deployment scenarios.
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