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Abstract
The widespread use of deep neural networks on edge devices has
revealed a significant vulnerability related to performance degra-
dation caused by distribution shifts. Static models fail when the
statistical properties of the test data differ from those of the training
data due to environmental changes, sensor noise, or domain shift.
Test-time adaptation (TTA) is an effective algorithmic solution that
allows models to continuously adjust their parameters during infer-
ence using unlabeled data streams. However, the existing literature
on TTA primarily focuses on improving functional metrics like ac-
curacy and often overlooks the severe resource constraints present
in edge computing. This study addresses these gaps by providing a
thorough, system-level analysis of TTA that measures hidden costs
in terms of memory footprint, computational latency, and energy
consumption.
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1 Introduction
Conventionally, the deployment of deep neural networks on edge
devices has relied on a train-and-freeze paradigm, assuming the
inference data matches the training distribution. This assumption
often fails in real-world settings due to unpredictable domain shifts.
As a result, Test-Time Adaptation (TTA) has emerged as a potential
solution that enables models to recalibrate their parameters online
using only the incoming data stream (Fig. 1). While cloud envi-
ronments offer virtually unlimited compute capabilities, applying
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Figure 1: High-level conceptual overview of the on-device
test-time adaptation paradigm.

TTA at the edge is challenging because continuous optimization
introduces latency and power overheads that can disrupt the de-
vice’s primary function. Nonetheless, the majority of existing liter-
ature omits the operational costs and focuses mainly on functional
metrics. To address this issue, this paper presents a system-level
benchmark of TTA methods on a heterogeneous hardware testbed
to quantify the true cost of algorithmic robustness. The evalua-
tion targets versatile MPU-class platforms and dedicated edge AI
computers, but excludes MCU-class devices because the backprop-
agation, optimizer state tracking, and continuous gradient updates
required bymost TTAmethods are incompatible with kilobyte-scale
memory and milliwatt-level power budgets. Within this hardware
scope, the contributions are twofold. First, the study provides a de-
tailed on-device profiling of energy consumption, inference latency,
and memory overheads. Second, it evaluates methods using both
functional metrics and operational costs, utilizing the concept of
adaptation efficiency, which quantifies the return on investment
of computational updates in resource-constrained settings. To sup-
port further research and reproducibility, the source code, including
TTA methods implementation, and hardware profiling scripts, is
publicly available at https://github.com/MatPiech/edge-tta.

The paper is organized as follows. Section 2 reviews related
work on model adaptation and prior TTA benchmarks, provid-
ing context for positioning this study within on-device test-time
adaptation. Section 3 describes the experimental methodology, in-
cluding datasets, model architectures, TTA methods, hardware
testbed, metrics, and evaluation protocol. Section 4 presents and
discusses system-level profiling results, emphasizing trade-offs be-
tween model performance and operational costs. Finally, Section 5
summarizes key insights and offers hardware-aware recommenda-
tions for future edge AI deployments.
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2 Background and Related Work
2.1 Model Adaptation
In recent years, test-time adaptation has become the dominant ap-
proach for improving post-deployment robustness. TTA methods
update model parameters or recalibrate feature representations
during inference using only unlabeled target-domain data, without
the source training set. Early work like Pseudo Label [11] updates
parameters by treating high-confidence test predictions as surro-
gate ground-truth labels. In turn, AdaBN [12], an optimization-
free method, completely bypasses backpropagation by replacing
source-domain batch normalization (BN) statistics learned during
source-domain training with local statistics computed directly from
the target test stream. Later methods widely adopted entropy min-
imization techniques to refine predictions without source data.
SHOT-IM [13] adapts the feature extractor by minimizing per-
sample prediction entropy while enforcing batch diversity, and
TENT [18] simplifies this into a popular gradient-based scheme
that updates only BN scale and shift parameters. Iwasawa and
Matsuo [10] introduced a computationally cheaper T3A method
that adjusts the linear classifier prototypes via pseudo-labels and
eliminating gradient-based updates, making it suitable for edge
devices. In contrast, more recent methods have focused more on
addressing more complex deployment scenarios involving contin-
ual distribution shifts, small batches, and noisy data. CoTTA [19]
mitigates catastrophic forgetting under continuous distribution
shifts by employing a teacher–student framework with weight
averaging; LAME [4] corrects predictions through Laplacian regu-
larization on classifier outputs without changing parameters. EATA
[14] improves gradient-based efficiency by filtering unreliable or
redundant samples, and SAR [15] addresses the volatility of edge
environments using sharpness-aware minimization to selectively
update parameters under noisy or imbalanced streams.

2.2 Prior TTA Benchmarking
The rapid development of test-time adaptation algorithms has
prompted several recent benchmarking efforts from complemen-
tary perspectives. Wang et al. [20] presented a systematic review
and empirical benchmark of TTA methods in online scenarios. To
characterize efficiency, the authors introduced novel evaluation
metrics and reporting GFLOPs, wall-clock time, and GPU mem-
ory usage to clarify the trade-offs between model accuracy and
computational overhead. Similarly, Yu et al. [23] benchmarked 13
TTA methods across 5 datasets and multiple regimes (online, of-
fline, batch, instance-level), focusing on accuracy, robustness across
different model architectures, and resilience to various distribu-
tion shifts. In contrast, Bhardwaj et al. [3] conducted a measure-
ment study of two BN adaptation techniques that specifically tar-
get resource-constrained settings, evaluating performance, latency,
memory footprint, and energy consumption on FPGA, Raspberry Pi
4, and Nvidia Xavier NX. The authors of [1] analyzed the computa-
tional cost of TTA methods, proposing a realistic online evaluation
protocol that approximates hardware constraints by emphasizing
adaptation speed. In this setting, slower algorithms are explicitly
penalized by limiting the number of samples they can process from
a constant-rate data stream, showing that fast, simple methods can
outperform slower, complex ones under strict real-time constraints.

Finally, Danilowski et al. [5] introduced a benchmark for TTA on
edge devices with periodic adaptation, reporting system-level met-
rics from a real testbed and highlighting challenges posed by limited
computational resources, restricted availability of test samples, and
diverse distribution shifts.

Overall, TTA methods have become prominent and effective
techniques for mitigating concept shift in non-stationary environ-
ments. However, although these approaches can be highly effective
in controlled experimental scenarios, their deployment on resource-
constrained edge platforms faces major practical limits. MPU-class
edge hardware, such as low-power systems-on-chip and unified-
memory edge GPUs, operates under strict power, thermal, and
memory budgets. Therefore, assessing TTA only by its accuracy
overlooks these constraints and raises serious concerns about the
real-world feasibility of backpropagation-heavy or augmentation-
intensive TTA approaches on edge devices.

3 Experimental Methodology
3.1 Datasets and Models
To evaluate robustness and adaptation capabilities, this study uses
an adversarially perturbed version of ImageNet [6] - ImageNet-C
[9], which consists of 15 types of algorithmic corruption ranging
from environmental effects, such as fog and snow, to digital artifacts,
such as Gaussian noise and JPEG compression. For all corruptions,
severity level 5 was selected to evaluate the models and methods
under extreme domain shift. As the highest severity level defined
in ImageNet-C, this setting corresponds to applying the maximal
degree of visual distortion to the images.

From a model perspective, the benchmark includes the widely
used ResNet-18 and ResNet-50 [8] residual networks, alongside the
more computationally optimized ResNet-26t variant [22]. Addition-
ally, the Vision Transformer (ViT-Base) [7] is included to assess the
performance of transformer-based architectures. The pre-trained
weights were obtained from the PyTorch Image Models (timm) [21]
library, ensuring state-of-the-art baseline performance.

3.2 TTA Methods
Assessing the hardware impact of on-device adaptation requires ex-
amining a broad spectrum of learning algorithms, from lightweight
statistical updates to compute-heavy gradient-based optimization
methods. The first group consists of optimization-free methods that
avoid the costly backpropagation step, making them well suited to
CPU-limited devices. This group includes AdaBN, T3A, and LAME.
AdaBN sets the model to evaluation mode but keeps batch normal-
ization layers in training mode, updating their running statistics
across batches using momentum. T3A adapts the model by remov-
ing the classification head and refining predictions using an online,
entropy-filtered support set of feature prototypes. LAME jointly
adapts predictions across batches by constructing an affinity matrix
and applying iterative Laplacian optimization to enforce smooth-
ness, all without modifying the underlying network parameters.

The second, and most widely adopted, category relies on entropy
minimization, employing gradient-based optimization to iteratively
refine model predictions. This group includes methods such as
SHOT-IM, TENT, EATA, and SAR. SHOT-IM operates in training
mode and enforces the use of current batch statistics to update
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Table 1: Overview of state-of-the-art TTA methods selected
for evaluation, including brief algorithmic descriptions and
the corresponding experimental configurations. BP stands
for backpropagation.

Method BP Algorithmic Approach Config

No Adaptation × Frozen model at test time —
AdaBN [12] × Update BN running statistics BN momentum𝑚 = 0.1
T3A [10] × Prototype/feature-based

adaptation
Support set size per class𝐾 = 20

LAME [4] × Label assignment via energy
minimization

kNN graph affinity with 𝑘 = 5

Pseudo Label [11] ✓ Self-training on pseudo-labels 𝐿𝑅 = 0.001; confidence
threshold𝑇 = 0.9

SHOT-IM [13] ✓ Information maximization +
self-supervision

𝐿𝑅 = 0.001

TENT [18] ✓ Entropy minimization (update
BN affine)

𝐿𝑅 = 0.001

CoTTA [19] ✓ Continual TTA w/
teacher-student

𝐿𝑅 = 0.001; EMA rate
𝛼𝐶10 = 0.99;𝛼𝐼𝑁 = 0.999;
restore probability
𝑝𝐶10 = 0.1;𝑝𝐼𝑁 = 0.001;
anchor prob. threshold
𝑎𝑝𝐶10 = 0.9;𝑎𝑝𝐼𝑁 = 0.1

EATA [14] ✓ Entropy minimization w/ sample
filtering

Fisher samples 𝑁 = 2000;
Entropy margin
𝑒 = 0.4 ln(𝑁classes ) ; Cosine
similarity threshold 𝑑 = 0.05

SAR [15] ✓ Sharpness-aware entropy
minimization

𝐿𝑅 = 0.001; SAM 𝜌 = 0.05;
Entropy margin
𝑒 = 0.4 ln(𝑁classes )

normalization-layer parameters. Similarly, TENT uses an optimizer
to update exclusively the affine parameters of normalization layers,
minimizing prediction entropy to promote confident model outputs
on test data. EATA performs entropy minimization on selected, reli-
able, non-redundant samples, while limiting updates to normaliza-
tion layers in training mode and adding Fisher-information–based
regularization to mitigate catastrophic forgetting of source-domain
knowledge. SAR, in turn, adopts sharpness-aware minimization and
reliability-based filtering to update a subset of normalization-layer
parameters in training mode, enforcing batch-specific statistics
while preserving high-level features by freezing top layers.

The final category covers methods that use pseudo-labeling and
teacher–student architectures to guide adaptation, notably Pseudo
Label and CoTTA methods. Pseudo Label performs adaptation by
updating both the normalization layers and classifier parameters
in training mode, optimizing a cross-entropy loss computed on
high-confidence predictionswhile enforcing batch statistics. CoTTA
instead updates all trainable parameters in a teacher–student frame-
work, using augmentation-averaged predictions and periodically
restoring a subset of the model weights via stochastic restoration
to maintain long-term stability.

A complete overview of these algorithms, including their hyper-
parameter configurations, is presented in Table 1.

3.3 Hardware Testbeds
Unlike cloud environments, edge devices operate under stringent
physical constraints, including limited power, thermal constraints,
and restricted computational resources. While the broader edge
ecosystem includes ultra-low-power microcontrollers, evaluating
TTA on such devices is beyond this benchmark’s scope. Instead, this
study focuses on representative, widely available edge AI platforms,
specifically the Raspberry Pi 5 [17] and the NVIDIA Jetson Orin

Nano [16]. The Raspberry Pi 5 is a low-cost, compact single-board
computer with a Broadcom BCM2712 quad-core Arm Cortex-A76
processor operating at 2.4 GHz and 4 GB RAM. In contrast, the
NVIDIA Jetson Orin Nano is a higher-performance edge AI com-
puter with a 6-core Arm Cortex-A78AE processor running at 1.7
GHz, a 1024-core NVIDIA Ampere GPU, and 8 GB of RAM.

3.4 Evaluation Metrics
In this study, on-device evaluation of test-time adaptation methods
is performed by measuring the model’s functional metrics under
severe distribution shifts and by assessing its operational efficiency
on selected hardware. The principal functional metric employed
to characterize the model’s performance is the top-1 accuracy. In
addition, expected calibration error (ECE) is utilized as a comple-
mentary metric to measure the consistency between the predictive
confidence of the model and its empirical accuracy. Together, these
metrics ensure that continuous adaptation does not produce over-
confident, poorly calibrated predictions.

Beyond these indicators, the analysis incorporates an additional
operational measure to quantify the effective cost of on-device up-
dates, focusing on adaptation efficiency (𝜂AE). Within the energy-
aware systems literature, this trade-off is typically expressed as
accuracy gain per unit of energy. It assesses whether the computa-
tional overhead introduced by a given TTA method is justified by
its functional benefits on resource-constrained devices by normal-
izing the achieved accuracy improvement by the additional energy
consumed over the corresponding update cycles:

𝜂AE =
AccTTA − Accbase
𝐸TTA − 𝐸base

, (1)

where Accbase and 𝐸base denote the accuracy and energy consumed
under standard model inference without adaptation, and AccTTA
and 𝐸TTA denote the corresponding values when performing TTA
over the same evaluation stream.

3.5 Evaluation Protocol
Assessing the on-device performance of test-time adaptation re-
quires a multidimensional methodological framework that con-
siders both algorithmic robustness and edge hardware resource
constraints. Accordingly, to rigorously evaluate the practical viabil-
ity of TTA methods for on-device deployment and to quantitatively
characterize their associated system-level overheads, the following
evaluation protocol was employed.
Adaptation Protocol. The evaluation follows a batch-based on-
line adaptation paradigm, wherein each method triggers a single
parameter update for every incoming batch. To examine perfor-
mance across varying throughput requirements, six batch sizes
are employed, 𝐵 ∈ {2, 4, 8, 16, 32, 64}. To isolate the effects of in-
dividual distribution shifts in ImageNet-C, the model parameters
are reinitialized to their original source-trained configuration prior
to exposure to each new corruption type. This reset ensures that
adaptation-related updates do not accumulate across distinct shifts.
Decoupled Evaluation Strategy.To perform this large-scale bench-
mark without compromising the fidelity of the physical hardware
behavior, the protocol separates task-level algorithmic evaluation
from on-device profiling. This separation is primarily motivated
by computational efficiency, since computing functional metrics
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Table 2: Summary of system-level results for TTA using a ResNet-50 model, evaluated on selected MPU-class edge devices
with the ImageNet-C benchmark. The change in accuracy, ΔAcc, and in ECE, ΔECE, are reported relative to the No Adaptation
baseline. The metric 𝜂AE denotes the adaptation efficiency. Both latency and energy are reported on a per-batch basis.

Raspberry Pi 5 (Batch Size 16) NVIDIA Jetson Orin Nano (Batch Size 32)

Method ΔAcc (%)↑ ΔECE (%)↑ Lat. (ms)↓ Energy (J)↓
Peak RAM
(MB)↓ 𝜂AE ↑ ΔAcc (%)↑ ΔECE (%)↑ Lat. (ms)↓ Energy (J)↓

Peak RAM
(MB)↓ 𝜂AE ↑

No Adaptation 0.00 0.00 3660.74 25.59 991.92 0.0 0.00 0.00 303.61 5.41 2775.62 0.0
AdaBN -6.23 74.10 3859.45 26.96 1030.55 -72.76 2.24 72.94 408.66 6.59 2782.83 60.75
T3A -2.88 -48.03 3958.79 27.68 1367.27 -22.05 -3.18 -47.91 930.05 14.95 3338.02 -10.67
LAME -0.97 -9.05 3795.25 26.51 1121.89 -16.87 -1.30 -12.58 404.57 6.55 3011.36 -36.49
Pseudo Label -0.56 75.11 4217.33 29.47 2507.98 -2.31 6.92 69.21 514.80 8.40 5526.63 74.06
SHOT-IM 8.73 -24.05 8654.84 60.53 2646.09 4.00 18.25 -16.49 991.27 15.05 5493.34 60.58
TENT 9.41 -116.65 8616.83 60.12 2985.81 4.36 23.56 -62.86 843.79 13.04 5470.41 98.81
CoTTA Out-of-Memory Out-of-Memory
EATA 15.41 -137.79 4602.03 32.18 2495.84 37.41 33.10 -105.78 1147.74 17.56 5597.54 87.18
SAR 10.50 38.52 6904.60 48.30 2767.84 7.40 22.22 40.83 1780.91 10.28 5528.69 146.00

for all TTA methods and batch sizes on the full dataset is highly
compute-intensive. Thus, classification accuracy and expected cali-
bration error were computed on the full dataset on a cloud server
with an NVIDIA GeForce RTX 4090 GPU (24 GB VRAM) running
CUDA 12.8. To ensure algorithmic consistency across these dis-
tinct hardware environments, the entire evaluation pipeline used
PyTorch v2.8.0 [2]. Operating within this unified software stack,
cross-platform consistency was empirically validated to justify the
use of cloud-computed metrics as a proxy for edge performance.
Preliminary tests with Gaussian noise corruption on MPU-class
edge devices demonstrated an accuracy deviation of approximately
0.2% relative to the cloud GPU results. Given this negligible dis-
crepancy, the cloud infrastructure was then used to exhaustively
evaluate all TTAmethods and six batch sizes. Nonetheless, this split
approach has limitations. First, minor cross-platform floating-point
differences may accumulate over extended computation, potentially
causing slight deviations in model behavior. Second, cloud-based
evaluation may fail to capture performance degradations that arise
only under extreme, edge-specific conditions, such as sustained
thermal throttling during long-term deployment scenarios.
On-Device Profiling. While functional performance metrics were
offloaded to the cloud, all operational metrics were measured di-
rectly on the edge AI devices under the aforementioned Gaussian
noise to capture hardware constraints and quantitatively character-
ize the system-level overheads. To evaluate real-time system respon-
siveness, adaptation latency (ms) was measured as the per-batch
in-loop wall-clock time, isolating algorithmic computation time
by excluding disk I/O and preprocessing. To quantify the energy
cost associated with each update cycle, energy consumption (J)
was sampled at 5 Hz with tail integration to mitigate underesti-
mation; on the Jetson platform this was obtained from on-board
power sensors, while on the Raspberry Pi 5 it was inferred from
CPU-utilization-based estimates. Finally, to verify that the adapta-
tion process remains within hardware limits, memory allocation
(MB), including process RSS and peak RAM, was sampled at 10
Hz using psutil. For each metric, mean, standard deviation, and
min/max were computed before aggregating across corruption lev-
els. Consequently, this on-device profiling explicitly characterizes
hardware-specific operational limits, including out-of-memory fail-
ures, beyond which target accuracy trajectories cannot be achieved.
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Figure 2: Performance and latency analysis of ResNet-50
across different TTAmethodsmeasured on Jetson Orin Nano.
(a) Pareto frontier of accuracy vs. batch latency, illustrating
the trade-offs between functional performance and computa-
tional delay. (b) Per-sample execution time breakdown for a
fixed batch size of 16. The overall latency is decomposed into
base forward time and method-specific adaptation overhead.

4 Results
This section reports the system-level overheads for nine TTA algo-
rithms on representative edge AI platforms. These methods were
systematically evaluated along three dimensions – computational
latency, memory footprint, and energy consumption – and their
resource demands were analyzed relative to functional accuracy.
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Figure 3: Mean memory usage and scaling characteristics of ResNet-50 under different TTA methods, evaluated on an NVIDIA
Jetson Orin Nano. The stacked area plots decompose total VRAM consumption into static model parameters (97.7 MB), batch-
dependent intermediate activations, and system/framework overhead. Horizontal reference lines indicate strict hardware
memory limits representative for MPU-class edge platforms. The hatched regions indicate the estimated memory utilization,
obtained via a two-point log2 extrapolation, in scenarios where direct empirical measurements were infeasible due to out-of-
memory (OOM) failures on the target hardware platform.

4.1 Latency and Real-Time Feasibility
A primary challenge for edge deployment is the temporal overhead
introduced by test-time adaptation mechanisms. Figure 2b presents
the per-sample execution time breakdown for ResNet-50 (batch size
16) on the Jetson Orin Nano. The total processing latency is decom-
posed into the base inference time (forward pass) and the algorithm-
specific optimization overhead associated with model adaptation.
The results indicate a clear separation between optimization-free
and gradient-based approaches. Lightweight, statistics-driven meth-
ods such as AdaBN and LAME introduce negligible adaptation
overhead, adding less than 2 ms of latency over the baseline. Con-
sequently, these methods easily satisfy strict real-time processing
requirements when hardware acceleration is available. In contrast,
optimization-based techniques that rely on backpropagation and
iterative optimizer updates (e.g., TENT, EATA, SAR) considerably
exceed the 30 Hz threshold because of the substantial computational
cost of backward passes and parameter updates, frequently pushing
end-to-end latency beyond typical real-time budgets. In particular,
complex, multi-stage approaches such as CoTTA introduce massive
adaptation bottlenecks, making them essentially unusable for low-
latency, real-time edge scenarios unless adaptation is performed
conditionally (e.g., via trigger-based or periodic updates) or moved
off the critical inference path.

Finally, Fig. 2 illustrates the accuracy–latency trade-off as a func-
tion of batch size. For gradient-based methods, as well as for AdaBN,
very small batch sizes (e.g., 8 or less) tend to degrade the model’s
functional performance. In contrast, batch sizes of 16 and 32 lead to
improved adaptability. LAME, by comparison, maintains approxi-
mately consistent functional performance across all evaluated batch
sizes.
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Figure 4: Peak VRAM usage scaling with batch size across
four vision architectures under various TTA methods.

4.2 Memory Wall
Although server-class GPUs typically offer plentiful VRAM, edge
devices must operate under tight memory budgets. Figure 3 il-
lustrates how the mean memory footprint of ResNet-50 scales
across TTAmethods. Breaking down total memory usage into static
model parameters, batch-dependent intermediate activations, and
framework-induced overhead reveals that storage of intermediate
activations required for backpropagation is the dominant memory
bottleneck during continuous adaptation. This memory compo-
nent scales approximately linearly with batch size and increases
with both network depth and feature-map spatial resolution. Con-
sequently, memory capacity becomes the primary limiting factor
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on edge devices equipped with 4 or 8 GB of RAM, often being
exhausted before the available computational resources are fully
utilized. Methods like CoTTA, which maintain additional temporal
ensembles and teacher-student architectures, exhibit an inherently
excessive static memory footprint. As batch sizes increase, these
algorithms rapidly clash with the hardware memory walls, leading
to out-of-memory (OOM) failures. For high-batch configurations
where empirical measurements were unattainable due to OOM
errors, a 2-point log2 extrapolation was applied to estimate mem-
ory consumption. Figure 4 illustrates how the peak memory usage
scales for four vision architectures (ResNet-18, ResNet-26t, ResNet-
50, and ViT-B/16) under different TTA methods and batch sizes.

4.3 Energy Efficiency
Energy consumption is the fundamental limiting factor for battery-
powered edge devices. The benchmarks highlight a significant dif-
ference in energy efficiency depending on both the underlying
hardware architecture and the employed TTA method. For exam-
ple, processing a batch of 16 images with ResNet-50 under high
CPU utilization on the Raspberry Pi 5 requires approximately 1.6 J
per sample. By contrast, using the Ampere GPU on the Jetson Orin
Nano to perform the same workload yields a markedly lower energy
cost of approximately 169 mJ per sample, corresponding to a 9.5×
improvement in energy efficiency, despite the higher peak power
draw of the GPU-based system. This finding demonstrates that, for
computation-intensive vision workloads, specialized hardware ac-
celerators can achieve lower per-sample energy consumption than
general-purpose CPUs, as they execute these tasks with reduced
latency and substantially higher throughput.

In general, gradient-based adaptation methods yield measur-
able accuracy improvements, but substantially increase the energy
consumption per batch. This occurs because the backward pass,
together with any associated multistep update schedule, imposes
additional computational workload and extend the duration of de-
vice active operation. As reported in Table 2, these methods require
approximately 1.5 to 3× more energy per batch relative to the base-
line configuration. In contrast, optimization-free approaches (e.g.,
AdaBN or LAME) maintain near-baseline energy consumption.

5 Conclusions
The large-scale deployment of deep learningmodels on edge devices
is often hindered by performance degradation under distribution
shifts. While test-time adaptation methods provide a compelling
algorithmic solution, this system-level analysis demonstrates that
the existing literature substantially underestimates the hidden costs
associated with adaptation. By benchmarking nine distinct TTA
algorithms on edge AI platforms (Raspberry Pi 5 and NVIDIA Jet-
son Orin Nano), this study exposes severe scalability constraints in
memory footprint, latency, and energy consumption. Specifically, a
stringent memory wall arises from the linear growth of dynamic
activations during backward passes, frequently resulting in out-of-
memory failures on edge devices with 4 GB (batch size 32) and 8 GB
(batch size 64) of RAM. Furthermore, execution-time measurements
indicate that gradient-based adaptation methods are generally un-
able to satisfy typical real-time throughput requirements (30 Hz),

limiting their practical usage to offline scenarios or applications
that can tolerate substantial processing delays.

Although these results clearly delineate the system-level con-
straints of current TTA methods, inherent limitations within the
adopted decoupled cloud-edge evaluation framework must be ac-
knowledged. By computing functional performance metrics in the
cloud to facilitate large-scale benchmarking, the studymay overlook
subtle yet cumulatively significant discrepancies in floating-point
arithmetic across heterogeneous hardware architectures. Addition-
ally, this methodology does not account for potential algorithmic
performance degradations that may occur under extreme, edge-
specific operating conditions, such as dynamic thermal throttling
or memory swapping, during long-term, real-world deployment.
Finally, while the benchmark quantifies the operational costs of
TTA on edge AI platforms, the explicit exclusion of MCU-class
devices underscores a critical need for future investigations into
ultra-lightweight adaptation paradigms.

While the scope of this study is intentionally centered on MPU-
class edge platforms and vision workloads, the observed system-
level trends are expected to generalize across the broader edge
continuum. The memory wall associated with activation storage,
the latency overhead of gradient-based parameter updates, and
the energy costs of continual optimization represent fundamental
architectural limitations that are likely to arise on other edge de-
vice types (e.g., mobile SoCs and small NPUs) and in non-vision
modalities relying on similar network backbones. The precise mag-
nitude of these overheads will naturally depend on context-specific
factors, including model architecture (e.g., transformers vs. CNNs),
numerical precision, accelerator support, the deployment envelope
(e.g., battery-powered vs. grid-powered, thermally constrained vs.
actively cooled), and operational conditions (e.g., intermittent con-
nectivity, or long-duration executions under resource contention).

Collectively, this benchmark advocates for a paradigm shift in
TTA research, in which algorithms must be designed to maximize
not only functional metrics, such as accuracy, but also explicit hard-
ware awareness and resource efficiency. At the algorithmic level, fu-
ture work should prioritize computationally and memory-efficient
adaptation mechanisms, including activation checkpointing, opti-
mizer state compression, and improved mixed-precision stability, to
facilitate robust, continual adaptation in resource-constrained edge
environments. At the system level, TTA should be treated as a con-
ditional capability rather than a default configuration, enabled only
when expected robustness gains clearly exceed system overhead.
Adaptation cycles must be dynamically triggered by distribution
shift detectors rather than running continuously, and bounded by
explicit, hardware-enforced limits on update frequency, memory
allocation, and energy consumption.
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