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Introduction

Nowadays, IP traffic due to video applications is exponentially growing, thanks to the dif-
fusion of devices such as tablets, smartphones and smart TVs. At the same time, the Over
The Top (OTT) streaming diffusion, namely, the diffusion of video and audio contents
over the Internet employing the conventional data transport protocols, has allowed sub-
jects different from telco operators to penetrate this market. The underlying technologies
do not employ a dedicated network and it may therefore happen that the current available
bandwidth is lower than the one requested to relay the video, determining a degradation
in viewing quality. The video source has therefore be adaptive; to this regard, the Dy-
namic Adaptive Streaming over HTTP (DASH) standard has been recently proposed, as
it provides different versions of the same media content to adapt the delivery process to
dynamic network conditions and different user device capabilities.

Within this context, I focused on the opportunities offered by peer-to-peer (P2P) sys-
tems for live streaming: the cooperation among peers guarantees reduced infrastructural
cost and greater scalability and flexibility.

At first, I investigated how a P2P television platform can take advantage of the pres-
ence of frequent channel viewers to grant them a more satisfying service than to less
regular spectators, and how such privileged users can also be protected when unfavorable
operating conditions occur. I classified the users on the basis of their behaviour, in order
to alter the video chunk scheduling algorithm, with the aim of serving frequent users in
a privileged manner, providing them with a better viewing experience and a faster access
to the channel. An analytical model to describe the startup delay was developed, to cap-
ture the improvement that the proposed modification introduces. The simulation results
showed that a service differentiation is attained and demonstrated that, even if bandwidth
resources become scarce, a good service is granted to frequent users.

Next, to provide users with a better viewing experience, I proposed to jointly exploit
DASH adaptivity and the P2P cooperation property in a new P2P-DASH platform, that
consists of several swarms, each of them delivering a different DASH representation. I
devised a new distributed rate control strategy that determines which video version the
user downloads on the basis of both the current viewing quality experienced and the
overlay health status, so as to achieve a twofold goal: a good viewing quality for the user
and a good functioning of the whole system. The effectiveness of the solution has been
demonstrated through simulation and it indicates that the P2P-DASH platform is able to
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grant its users a good performance, better than in a DASH-unaware P2P platform subject
to the same streaming requests and with the same available resources. System behavior
has been further investigated in the critical condition of a flash crowd, showing that the
massive arrival of new users can be promptly revealed and gradually accommodated.

At the end, I paid particular attention to reducing the switching delay, that is, the
delay incurred by the peer when transiting from one representation to another. Such
metric markedly affects the smoothness of the streaming process, hence the viewing quality
experienced by users; this is particularly true in a P2P live streaming system, due to its
strict real-time constraints. In order to achieve this goal, I introduced some specific actions:

(i) extension of the peer neighborhood in order to know in advance the position of the
streaming process in the target overlay;

(ii) priority scheduling, so as to first serve the video chunk requests of the new nodes
entering the overlay;

(iii) an improved rate control algorithm, able to guarantee more resources to overlays that
deliver higher streaming rates, therefore reducing the misalignment among streaming
processes in different overlays.

The simulation results have demonstrated the effectiveness of all these actions in confining
the switching delay, and have numerically quantified the influence that different actions
exhibit.

This thesis is organized as follows. Chapter 1 provides an overview of the main features
of P2P live video streaming systems. Chapter 2 illustrates the roadmap that leads to the
birth of DASH and its main functionalities. In Chapter 3, the proposed Interest-aware P2P
Video Streaming platform is presented: in details how the users are classified on the basis
of their behavior and which design modifications were introduced in order to guarantee a
differentiated service that privileges frequent viewers. Furthermore, the chapter reports the
main simulation results that demonstrate the effectiveness of such platform and validate
the analytical model developed to analyze the startup delay. Chapter 4 describes the
integration of the DASH standard in a P2P platform. In particular, it explains the design
choices and the devised distributed rate control algorithm aiming to guarantee users the
best viewing quality as possible; then, the discussion of the simulation results proves the
efficiency of the proposed P2P-DASH platform. Finally, Chapter 5 summarizes the main
findings of my research work.



Chapter 1

P2P Live Streaming Systems

With the widespread adoption of broadband Internet access and of the portable smart
devices, the diffusion of video streaming, both live and on-demand, is experiencing a
tremendous success. Consumer adoption of streaming video services is surging: it sufficies
to consider that the number of NetFlix U.S. subscribers are up from 53.06 million in the
third quarter of 2014 to 69.17 million in the same period of 2015 (approximately a 30%
growth in one year) [1]. In this Chapter, I am going to introduce the evolution of streaming
processes over the Internet and to illustrate their main classifications. In particular, I will
focus on P2P live streaming systems to provide a comprehensive insight of their main
features.

1.1 History

The first video streaming events date back to the second half of the 1990s, when the
use of a computer and Internet access became a widespread reality. Early live streaming
efforts were mainly single-event broadcasts; in March 1992, the Internet Engineering Task
Force (IETF) performed an audiocast of several sessions of the meeting using multicast
packet transmissions from the IETF site to participants at 20 different sites placed in
three continents [2]. On 24 June 1993, Severe Tire Damage a band consisting of computer
technologists from Digital Equipment Corp. (DEC), Xerox, Apple and Sun from Xerox
Palo Alto Research Center, made the first live performance on the Internet using M-Bone
(Multicast backbone), in order to demonstrate that technology can be both loud and
annoying. The gig was broadcast and could be seen live as far away as Australia [3]. A
year and a half later, on 18 November 1994, the Rolling Stones webcast 20 minutes of their
performance from the Cotton Bowl in Dallas, becoming the first major rock band to do so
on that network of millions of computers [4]. In 1995, RealNetworks launched RealAudio,
the first software to allow realtime streaming for the web, and broadcast one of the most
famous audio events over the Internet: the baseball game between New York Yankees and
Seattle Mariners. Later, in 1997, RealNetworks delivered the RealVideo software for video
streaming.

5



6 P2P Live Streaming Systems

With regards to P2P systems, in the same years, we assisted to a rapid diffusion of
this type of platforms: first of all Napster was born in 1999. It was the first totally
decentralized network for file-sharing: it employed some central servers only to main-
tain information about connected peers and their available contents, whereas the data
exchange was exclusively handled by peers. Even if Napster was forced to close, due to
violation copyright issues, its success has in turn triggered the development of other P2P
applications: it just considers Skype a voice over IP (VoIP) application, that employs a
peer-to-peer architecture [5].

Towards the mid of the 2000s, significant technical advances had been made to enhance
the performance of personal computer and to guarantee the widespread diffusion of fast In-
ternet access. The combination of these two facts and the subsequent commercial impulse
of the Internet enabled the appearance of the present video streaming services and the
birth of some of the most famous VoD streaming companies: Youtube(2005), Hulu(2007)
and Netflix(2008), and of several P2P live streaming platforms, such as PPLive (2004),
SopCast(2004) and GridMedia(2005) in China and Joost(2006) and Babelgum(2005) in
Europe [5].

Afterwards, the diffusion of smartphones and tablets has again transformed video
streaming: nowadays, a user can require or provide a video content nearly everywhere and
every time, the social streaming being one of the newest streaming services provided, i.e.,
Periscope by Twitter. Hence, the actual need is to better integrate video with different
device resources and fluctuating bandwidth conditions.

1.2 Streaming system classification

A first classification of streaming systems can be performed on the basis of their archi-
tecture, as shown in Fig.1.1, where three classes are identified: centralized, distributed or
hybrid.

A centralized system relies upon the client-server paradigm, where all clients are di-
rectly connected to one server that has to provide them with the requested video content.
This architecture, although simple in its structure, immediately shows a drawback: it is
limited in scalability; in particular, considering that current videos show bitrates up to
10 Mbit/s for 4K video and up to 20 Mbit/s for 8K video, it is evident that the server
bandwidth becomes early saturated, when the number of the active users increase. Cur-
rently, we often encounter the Content Delivery Network or Content Distribution Network
(CDN) solution, where the single server has been substituted by a collection of intercon-
nected servers that are placed in different locations and over distinct backbones, in order
to offer content to users guaranteeing higher performance and more scalability. Requests
for content are typically redirected to nodes that are optimal in some way, i.e., proximity
or capacity. However, in both case of single or multiple servers, the interface capacity can
be a significant bottleneck and, as a small number of machines are responsible for service
providing, this architecture is subject to a service failure if one of these machines crashes.
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Figure 1.1: Streaming systems architectures: centralized (left), distributed (center), hybrid
(right)

A different approach is typical of distributed systems – the peer-to-peer systems –
, where content delivery occurs thanks to the collaboration among nodes: a node will
not only receive the desired video, but will also cooperate to distribute the video to other
peers. It means that every node makes a portion of its resources available to other network
participants, so that the overall resources increase with the number of peers in the system;
for this reason distributed systems show a higher degree of scalability. Furthermore,
the term ‘peer’ indicates that every node is able to provide the same service to other
peers, this feature guarantees a higher resilience against single node failures. Hence, such
systems do not require a network infrastructure support, however they slightly suffer for
the complexity of the coordination of a high number of peers (e.g., protocol overhead).

Finally, the hybrid model is the combination of the first two: some central entities
realize a backbone structure, which is assisted by the P2P swarms to deliver the video
content to end-users. It has been introduced to take advantages of both centralized and de-
centralized architectures: to obtain a scalability property similar to decentralized systems
and at the same time to facilitate coordination among peers.

Streaming systems can be additionally classified on the basis of the type of service
they provide: live streaming video and Video on Demand (VoD). Live streaming videos
are only available at one particular time, at a different time they are not significant or their
meaning changes; some examples are video conferences or the streaming of live events such
as Olympic Games or a soccer match. Such services are time sensitive, they have stringent
playback deadlines. The production and the provision of the video happen at the same
time and, in particular in a service like video conference all users may interact among them
so that they need to be strictly synchronized. On the contrary, in a VoD service videos are
stored at server site and they are available at any time: the user browses a video catalog,
then the video playout starts as soon as possible after the request is processed by system;
moreover, the user may rewind the content or skeep forward, differently from a live video.
Youtube and Netflix are significant example of VoD services. Time shifted services are
sometimes available, they represent an intermediate step between live streaming and VoD,
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Substream A 

Substream B 

Figure 1.2: Streaming systems architectures: single tree (left), multiple-tree (center), mesh
(right)

and consists of the possibility to record the favorite shows or series on a remote server and
subsequently view them at a more convenient time for the user.

1.3 P2P streaming systems

In my research work, I focused on P2P live streaming systems: I was fascinated by their
potentiality and their philosophy.

One of the most important classifications of P2P systems refers to the adopted topol-
ogy, namely, the way nodes are organized within overlays, in order to stream the video.
The main topologies employed are tree-based (or structured) and mesh-based (or unstruc-
tured). In the former, peers are organized in a tree-shape overlay rooted at the streaming
source. In the single-tree architecture, as shown in Fig.1.2(left), the video content is
pushed from the root to its children nodes, that perform the same action up to the leaf
nodes. In particular, a peer has only one parent and downloads all content of the video
stream from that parent; this structure introduces single point failures, indeed, if a node
leaves the overlay all its descendants remain without video content provider, and it is re-
quired an immediate network re-organization. Moreover, this architecture does not exploit
the upload bandwidth of all nodes: those that are positioned in the leaves only download
video content, so their upload bandwidth is not employed in the video diffusion process.
For its nature, this architecture is able to guarantee low cost of management and short
playback delay; but it is not very resilient to peer failure or peer churn, that may be very
high in a P2P environment. In order to reduce the vulnerability of such architectures it is
possible to implement a multi-tree overlay (Fig.1.2(center)). Video source is split in more
substreams, and each of them is delivered by different trees; as a consequence, in the same
network multiple trees are built: this choice enhances the upload bandwidth utilization
as the nodes have different positions in different trees, and improves the robustness of the
entire system against peer churn.

On the contrary, in the mesh-based architecture (Fig.1.2(right)), peers are randomly
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connected. At any given time, a peer maintains neighborhood relationships with multiple
peers, so that it can download multimedia content from all of them, increasing bandwidth
utilization. These systems are “data-driven” as the multimedia content delivery is pull-
based; that is, each node advertises the content it owns to its neighbors, which explicitly
request what they need. Mesh-based P2P streaming networks are very resilient with re-
spect to peer churn, thanks to the complete interchangeability of each node, and guarantee
higher network bandwidth utilization than tree-based architectures. On the other hand,
the cost of overlay maintenance, and data delivery are higher and may negatively affect
system performance.

At the end, I mention the hybrid architecture that strives to combine the advantages of
tree and mesh-based systems: it is based on a tree backbone assisted by a mesh structure,
as shown in Fig.1.2(right).

All types of architecture are implemented in different streaming platforms: SplitStream
and CoopNet are multitree P2P systems, Overcast is an example of single-tree architec-
ture; the most popular P2P live streaming systems rely upon mesh-based architecture,
i.e. SoapCast, PPLive, UUSee; while GridMedia, Joost and Babelgum exhibit an hybrid
architecture [6].

Another interesting classification method concerns the diffusion process performed in
P2P applications. There are two main methods to deliver video content: push-based
scheduling and pull-based scheduling, furthermore an additional method is born by the
combination of both: push-pull based scheduling. In general, the original video is split
into small video chunks lasting at most few seconds, in order to facilitate the diffusion
process.

In push-based scheduling, each peer drives the video chunk forwarding to its children:
it means that the peer when acts as supplier, takes the initiative to push the received
video content to all its child peers, without there being any need to an explicit request.
This delivering method is typical of tree-based architectures, where are clear the parent-
child relationships among peers. If we consider a single tree architecture a node receives
video chunks from only one parent, whereas in a multiple tree system, the video chunks
are organized in substreams as shows in Fig.1.2(center), and each of them is pushed on a
distinct tree.

In pull-based scheduling, the video delivering is steered by explicit video chunk re-
quests; it is mainly employed in mesh overlay where the nodes are randomly connected
and no evident hierarchical relationships are built and consequently it is not possible to
exploit implicit path to deliver the chunks. Then, every peer periodically sends its buffer
map, a string of 0’s and 1’s that indicates which video chunks are stored in its streaming
buffer, to inform its neighbors about the available video content; regularly it examines the
buffer maps it receives, in order to verify which video chunks lack and to ask for them to
the appropriate neighbor.

The push-pull diffusion method modifies the pull scheduling, starting from the obser-
vation that even in an unstructured overlay it may establish stable relations, that can be
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Figure 1.3: Mesh-pull P2P streaming system a

tacitly exploit to distribute the video content. In particular, the video source chunks are
organized in subtreams, so a generic node initially pulls the missing chunks for each sub-
stream according to the pull scheduling, once such chunks are correctly received, it sends a
substream subscription to the sender peers identified as parents. Hence, the parents node
push the remaining packets of the same substream, this reduce the overhead due to the
buffer maps exchange and to the explicit video chunk requests.

1.3.1 Reference system: mesh-pull P2P streaming architecture

In my work, I considered a P2P mesh-based platform that employs the pull-based schedul-
ing to deliver a live video channel to a large number of viewers; from an overall point of
view, the system is organized as illustrated in Fig.1.3: there is a server that produces
the video and there is one tracker that maintains information about other peers watching
it [7]. For simplicity sake, in my simulation there is only one tracker for each channel
and it coincides with the channel server. Usually, a node joining the system contacts the
server that redirects it to the tracker in order to obtain a list of potential neighbors. Then
the node establishes partner relationships with a subset of available hosts: it builds its
neighborhood, with which it collaborates in order to relay the video content. Once the
neighborhood is established, according to the pull-based protocol the node advertises its
buffer maps and it requests for missing chunks to its partners. When a neighbor leaves
the system or if its upload contribution is too scarce, the node asks the tracker a new list
of peers to substitute it, in order to maintain an adequate download rate. As shown in
Fig.1.4, the logical structure of peer includes the streaming engine and the media player.
The former is responsible for:

• fetching video chunks from neighbors;
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Figure 1.4: Streaming systems architectures: single tree (left), multiple-tree (center), mesh
(right)

• storing video chunks in the buffer;

• sharing with neighbors the accumulated video chunks;

• supplying video chunks to the media player.

The media player is responsible for to rendering the video on the user’s screen.
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Chapter 2

Dynamic Adaptive Streaming over
HTTP (DASH)

As several studies related to the use of the Internet indicate [8] [9], we are witnessing
an explosive increase of video content; IP video flows currently represent more than 50%
of all Internet traffic and are expected to grow further at a very swift pace. End-users
consuming video typically rely upon different devices, ranging from smartphones to tablets
and PCs, and also undergo different connectivity conditions on the basis of their location:
at home, in office, on the road. To counteract fluctuating network conditions and also
to cope with heterogeneous user requests, a new delivery streaming framework termed
dynamic adaptive streaming has been recently introduced. Several proprietary solutions
have first flourished, ranging from Smooth Streaming by Microsoft [10] [11] to HTTP Live
Streaming by Apple [12] and Dynamic HTTP Streaming by Adobe [13]. They have in turn
triggered the release of the Dynamic Adaptive Streaming over HTTP (DASH) standard
[14][15], which is currently the most widespread, internationally recognized approach: in
DASH, the “adaptive” term refers to the capability of the technique to modify the features
of the transmitted video, in order to adapt it to varying network conditions and different
user requests.

2.1 DASH Timeline

In 1998 we assisted to the first effort to adapt streams to client conditions performed
by Microsoft. The proposed solution was called stream thinning [11]: it automatically
detected deteriorating network conditions and consequently decreased the video frame
rate in response; in critical network conditions, the client could even interrupt the video
playback entirely and maintain the audio streaming only. Subsequently, in the first years
of the 2000s, multi bitrate streaming (MBR) was introduced, that allowed to store at
server side multiple versions of audio and video of the same content at different bitrates,
so that a viewer could modify its streaming requests on the basis of its device resources
and of its experienced viewing quality; this allowed to obtain a more fluent video playout:

13
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in the presence of a bandwidth decrease, a lower bitrate video version was chosen to
avoid freezing events. However, the switching between different streams was difficult,
as the different streams were not temporally aligned, and the detection of poor network
conditions was usually too late to be useful. At the same time, the streaming media
industry tended to replace the classic streaming protocols (RTSP, MMS, RTMP, etc.)
with plain HTTP downloads, obtaining several advantages, such as fully exploitation of
existing Internet infrastructure (e.g., caches, proxies, CDNs) and no issues with firewalls
or NAT traversals.

A mile stone of this evolution process was the adoption of the HTTP-based adaptive
streaming platform of Microsoft to deliver the 2008 Beijing Olympic Games. The success
of this event and of the following, the 2009 Wimbledon Championship and the 2010 Winter
Olympics in Vancouver, demonstrated that adaptive HTTP streaming works very well even
when it comes to cope to huge live events with millions of viewers. It was the 2009, when
Microsoft tuned Smooth Streaming, Apple proposed HTTP Live Streaming and Adobe
released HTTP Dynamic Streaming. These proprietary solutions have been the driving
force for the drafting of the first standard on Dynamic Adaptive Streaming over HTTP.

The work on DASH started in 2010; it became a Draft International Standard in Jan-
uary 2011, and the first edition of “ISO/IEC 23009-1: Information technology – Dynamic
adaptive streaming over HTTP (DASH)” was published in April 2012. From May 2015
it is avalaible the second edition of this standard. Rapidly, in only two years, MPEG
developed the specification with participation from many experts and with collaboration
from other standard groups, such as the Third Generation Partnership Project (3GPP).
Furthermore, more than 50 companies were involved, including Microsoft, Netflix, and
Adobe. The participating companies in the MPEG-DASH standardization have success-
fully pursued a single goal: the interoperability. They fearlessly replaced their proprietary
solutions with a single industry-defined open standard, showing the only approach that is
able to guarantee a large-scale market growth.

2.2 How does it work?

Dynamic Adaptive Streaming over HTTP (DASH) [14] serves the purpose of delivering
media content through the network via conventional HTTP servers to HTTP clients. As
clients may request data from standard web servers with no DASH-specific capabilities,
the standard is centered on the data format and on the way to describe – alias present
– the media content, as opposed to client-server actions. In DASH, the media content is
composed of a sequence of consecutive temporal periods and each period in turn consists
of multimedia components of different types, e.g., the audio component and the video
component, that are typically available in different versions: as an example, there might
be video versions exhibiting different resolutions and, in the case of pre-recorded material,
audio versions in different languages. As shown in Fig.2.1, within each period the multime-
dia content is arranged into adaptation sets; each set describes a group of interchangeable
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Figure 2.1: DASH high-level data model

versions of one or several media components, that are termed representations. Clients
can dynamically switch from one representation to another in response to, e.g., varying
network conditions: if the switch takes place properly, it is experienced as seamless by the
final user.

Within every representation, content is further divided into segments, that contain
media data and/or metadata to access, decode and playout the media content; each seg-
ment is made accessible providing a URL. In a representation, segments normally exhibit
the same duration, which may vary from representation to representation. For streaming
services, the segment duration is rather short, of the order of a few seconds, not to aggra-
vate the end-to-end delay budget and segments are aligned across representations within
an adaptation set, to facilitate the movements from one representation to another.

The Multimedia Presentation Description (MPD), an XML document in the form
of a manifest file, details each period, providing its starting time, its duration and the
available adaptation sets; it is the MPD that also provides the URL where segments
can be referenced at, together with a segment availability interval, that is, the temporal
window in wall-clock time during which the segment can be accessed via the HTTP-URL.
As shown in Fig.2.2, the MPD is initially passed to the DASH client, which parses it and
selects a collection of adaptation sets suitable for its environment; within an adaptation
set it selects one representation according to the available bandwidth and also taking
into account the user device capabilities; next, it proceeds to issue HTTP get requests
to retrieve each segment. For the dual purpose of enabling synchronization and flawless
switching, DASH adopts a common timeline shared among different media components and
versions: the segments contain precise timing information about the presentation of media
content, that in principle allows clients to switch from representation to representation at
an arbitrary point in time; in practice however, this turns out complex for different reasons,
most notably because there are coding dependencies within the same representation and
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Figure 2.2: DASH scope: interaction between server and client

because for live, streaming services, segments get available over time, depending on their
position in the media presentation timeline. Hence, the most immediate choices suggested
by the standard to ease the switching process are: (i) to have each segment begin with
a Stream Access Point (SAP), a position in the media stream that enables the playout
to start relying only upon the information in the representation data from that position
onwards; (ii) to keep the boundaries of segments aligned across different representations
in the same adaptation set. DASH standard does not indicate which algorithm to employ
to rule the switching from representation to representation, that is left entirely open. In
Chapter 4, I propose a new distributed control rate algorithm for a P2P architecture
that adheres to the previous indications and examines the case of live streaming services
provided through DASH to a sufficiently large population of users.



Chapter 3

Interest-Aware P2P Platform

Commercial Internet television platforms have recently earned a tremendous success [5],
and the P2P feature within their architecture, either in the form of a main building
component or an add-on, such as a performance accelerator plugin, has undoubtedly played
a key role in determining their economical profits [19][20][21]. In parallel, last decade has
witnessed an unprecedented offering of video contents, the unceasing proliferation of social
applications and the steady adoption of systems that profile users, collecting and critically
interpreting as much information as possible about likes and dislikes, interests and habits
of Internet residents. Architectures for video delivery [22], social networks [23], and reliable
recommendation systems [24], have rapidly become some of the hottest keywords within
networking research community.

In this chapter, I propose an IP-TV streaming architecture whose aim is to leverage
the interests of its users, in order to guarantee a better service to some privileged viewers:
they are the regular spectators of each television channel being broadcasted. The under-
lying idea is that, once the viewing habits of the spectators have been monitored in the
recent past, they can be classified and more frequent channel viewers identified; then, with
reference to the broadcasting of the single television channel, a P2P, mesh-based overlay
is considered and the scheduling policy that peers adopt to provide other peers with video
chunks is modified, so as to grant a privileged service to regular users. With the help of
standard queueing theory tools, an analytical model is developed, to determine the average
startup delay in the overlay where no class differentiation occurs, and also to understand
how this delay varies once two distinct classes of viewers are introduced. In parallel, the
performance that the two groups experience and the level of differentiation achieved are
numerically assessed via a simulation study, determining several relevant metrics: for do-
ing so, the required information about the viewers’ habits is extracted from the users’ data
set of a web-TV Italian platform: a popular television channel is examined and spectators
are classified with the help of a soft clustering algorithm.

17
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3.1 The Interest-Aware Video Streaming Overlay

The live streaming system considered in this work exhibits a P2P, mesh-based architecture,
and the stream is divided into video chunks that are sequentially numbered before being
distributed within the overlay. As in every pull-based solution, the overlay dynamically
changes: at any given time, a peer maintains partner relationships with multiple peers,
seeking new neighbors to preserve the desired download rate level and periodically replac-
ing neighbors that leave the overlay or that provide scarce upload contributions. When a
peer is selected as a potential neighbor, it accepts unless its neighborhood is already com-
plete; moreover, a reciprocal relationship is created in order to guarantee mutual support
between the two peers. The exchange of streaming data is controlled by explicit requests:
peers regularly send their neighbors buffer maps, to inform them about the video chunks
they own; accordingly, each peer analyzes the buffer maps it receives and on the basis of
the missing chunks within its current request window it asks its neighbors for them.

In the examined system video chunks are requested adopting the rarest first policy:
among all missing chunks, a peer first requests those that less frequently appear within
the buffer maps it received, in order to guarantee a more rapid spread of rare chunks. In
turn, a peer receiving video chunk requests from its neighbors answers accordingly to a
specific chunk scheduling policy. The idea explored in this work is to have high interest
peers receive a privileged service with respect to peers with a low interest in the contents
of the television channel that is distributed within the overlay. Accordingly, peers are first
categorized, based on the knowledge of their behavior in the past: the classification can
be performed with an arbitrary clustering algorithm among the several that are present
in literature, see e.g., references [25]-[26]. With no loss in generalization, the current
work clusters viewers of the examined channel in two groups, habitual and less regular
spectators, that will be referred to as high and low interest peers from now onward. Next,
the rules adopted by the peers to provide video chunks to those neighbors that requested
them are altered. In detail, when a peer receives video chunk requests from its neighbors,
it first serves those coming from high interest peers and, if necessary, allows for some
– moderate – queueing of the corresponding chunks waiting for transmission. Requests
issued by low interest peers can be satisfied only when the high interest queue is empty:
when this condition is not met, chunk requests of low interest peers do not get satisfied;
if the timing constraints permit, they will be requested again at some later time, if not,
the chunks will never be delivered to low interest users.

Different scheduling policies have been considered before settling upon and analyzing
the current proposal: the common, underlying idea was to assign higher priority to chunk
requests coming from high interest users; however, the most intuitive solution of queueing
at the peer’s site all chunks waiting for being dispatched, regardless of their destination
being a high or low interest peer was soon abandoned, as it did not allow to respect the
constraints for a timely delivery of the television channel content across the overlay. So,
the system under investigation turned out the most promising to investigate, and the merit
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figures that have been examined to assess the performance experienced by its high and
low interest peers have been:

• the chunk delivery ratio R, defined as the number of video chunks that meet the
playback deadline over the total number of chunks that a peer belonging to either
class should receive;

• the playback delay Dplbk, measuring the interval between the point in time when the
generic video chunk is generated at the source and the instant this chunk is rendered
at a high/low interest peer;

• the startup delayD, measuring the time it takes from the moment a high/low interest
peer requests the channel until the play-out on its screen begins.

With the help of a simulative approach, their behavior is assessed in different operating
conditions. Moreover, an analytical model is put forth to gain some further insights on
the startup delay D that newly arriving peers incur into when first joining the system.

3.2 Startup Delay Analysis

The focus of this section is on the startup delay D experienced by the generic user when
requesting a new channel. Such delay is mainly determined by the sum of two distinct
contributions:

D = Tsetup + τS , (3.1)

where Tsetup is the channel setup time, that is, the time required by the newly incoming
peer to build its neighborhood; the second term, τS , is the delay that the new peer bears
to accumulate a given number, say S, of consecutive video chunks within its buffer, that
are necessary in order to let the playout safely begin. As the proposed scheme and the new
scheduling exclusively affects such buffering delay, this section concentrates on it: with
the help of canonical queueing theory tools, it provides a relatively simple, yet effective
model to characterize τS . In what follows, the analysis for the system with no service
differentiation is first considered; then the overlay that leverages the knowledge of the
peers’ interest in the television channel is examined: as a result, closed-form expressions
for the average values of τS and of τH and τL, the buffering delays of high and low interest
users, are provided.

3.2.1 No Interest Differentiation

The analysis takes as its starting point an overlay that has no awareness of the users’
interest. N peers are assumed to be steadily present within the system: the requests for
missing video chunks that the generic, i-th peer issues are modeled as a Poisson process
whose rate is λi, i = 1, 2, . . . , N . Such requests are taken care of by other peers, i.e.,
by the overlay as a whole, that is modeled as a FCFS (First-Come-First-Serve) single
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Figure 3.1: Single server queueing model for the system with no customer differentiation

server queueing system: its aggregate arrival rate is λ =
∑N
i=1 λi and its service rate

is µ = Bup/E[L] chunk/s, where Bup indicates the overall upload capacity available in
the overlay and E[L] the average chunk size. Hence, a chunk request issued by the i-th
peer triggers the arrival of a new customer from the i-th Poisson source to the queueing
system; moreover, a chunk being received by the i-th peer that previously requested it
finds its counterpart in a customer belonging to the i-th input flow that departs from
the queueing system. Fig.3.1, where different patterns identify video chunks for different
peers, portrays such modeling correspondences. It is furthermore assumed that the size
of the video chunks is exponentially distributed and no constraint is placed on the queue
size of the equivalent system, so that the latter can be described through the well-known
M/M/1 model.

In order to evaluate τS , the statistical description of the time di between the reception
of two consecutive chunks by the same, i-th peer is first provided. Within the model, di
corresponds to the time between two consecutive departures of customers belonging to the
same input flow, the i-th. However, the departure of the customer that corresponds to
the delivery of a chunk to the i-th peer is followed by the departure of another customer
that does not necessarily belong to the same, i-th flow. Given the N peers are identical,
this condition will occur with probability p = λi

λ = 1/N ; on the contrary, with probability
(1 − p)k−1p, k interdeparture times, k = 1, 2, . . ., will go by before another customer of
the i-th input flow will leave the system, that is, before the generic i-th peer will receive
another chunk. To determine the Laplace transform A∗(s) of the p.d.f. of the time di,
it suffices to recall that owing to Burke’s theorem the Laplace transform D∗(s) of the
probability density function (p.d.f.) of the M/M/1 interdeparture time d is D∗(s) = λ

λ+s ,
and accordingly write

A∗(s) =
∞∑
k=1

D∗(s)k (1− p)k−1 p =

=
∞∑
k=1

(
λ

λ+ s

)k
(1− p)k−1 p , (3.2)

that after a few algebraic passages turns into

A∗(s) = pλ

pλ+ s
= λi
λi + s

, (3.3)

indicating that di is still exponentially distributed, with parameter λi.
The evaluation of τS proceeds through successive iterations: the time τ2 required by
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Figure 3.2: Time τ2 required to collect 2 video chunks

the i-th peer to collect S = 2 chunks is first determined; then the result is generalized
for an arbitrary value of S, τS . Fig.3.2 illustrates τ2 composition: the arrows entering
the input line represent customers arriving to the queueing system, those originating from
the server output line represent customer departures; C(i)

1 and C
(i)
2 are two consecutive

customers of the same, i-th flow and, once leaving the queueing system, they correspond
to the first and second delivered chunk with a viewing session of the i-th peer. This figure
indicates that τ2 is the sum of two random variables:

τ2 = τ1 + di , (3.4)

where τ1 is the time spent in system by a generic M/M/1 customer (waiting plus service
time); in turn,

τ3 = τ2 + di = τ1 +
2∑
i=1

di , (3.5)

and more generally,

τS = τS−1 + di = τS−2 +
2∑
i=1

di = · · · = τ1 +
S−1∑
i=1

di , (3.6)

From (3.6), recalling that in the M/M/1 system τ1 is exponentially distributed with

mean 1/(µ(1−ρ)), ρ =
∑N

i=1 λi

µ , ρ < 1[27], and making use of (3.3), the Laplace transform
T ∗(s) of the p.d.f. of the time τS it takes to see S departing customer that belong to the
same i-th flow is

T ∗(s) = µ(1− ρ)
µ(1− ρ) + s

·
(

λi
λi + s

)S−1
; (3.7)

Last expression provides the transform of the p.d.f. of the time needed to accumulate
S video chunks within the i-th peer’s buffer; from it the average buffering delay can be
determined as

E[τS ] = −dT
?(s)
ds

∣∣∣∣
s=0

, (3.8)
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Figure 3.3: State transition diagram of the loss system under consideration

that after a few passages leads to

E[τS ] = 1
µ(1− ρ) + (S − 1) 1

λi
. (3.9)

In what follows index S will be omitted not to excessively clutter the notation, and in
the Numerical Results Section the average buffering delay E[τ ] will be compared against
its simulative counterpart.

3.2.2 High and Low Interest Peers

Next, the overlay where two classes of peers are present is considered: high interest peers
that more frequently access the content distributed within the overlay and low interest
peers that do not. In the queueing system that aims at capturing this new condition, their
chunk requests are still modeled as Poisson processes, whose aggregate rates are λH and
λL, respectively, with λH + λL = λ; further, the size of their population is NH and NL,
NH +NL = N . As before, the overlay as a whole is interpreted as a single server queueing
system with exponentially distributed service times at rate µ: however, in order to reflect
the scheduling policy proposed in the previous Section to differentiate between high and
low interest viewers, an arriving customer that corresponds to a chunk being requested
by a high interest peer is allowed to queue up when the server is busy; on the contrary,
a customer representing a chunk whose request originated by a low interest peer will get
served only if the server is idle, whereas if the server is busy, the arriving customer will
get blocked, not being allowed to wait in queue, and its request will be lost.

The approach is coherent with the model formerly adopted for the overlay with no
interest awareness and as such, it is deliberately simple: within the real overlay, chunks
incur into queueing (if requested by high interest peers) or blocking (if requested by low
interest peers) at the peer’s site; moreover, chunks requests that do not get satisfied are
reissued, provided they are not timeworn. In the model there is only one server, the queue
has infinite size and blocked customers are lost: nevertheless, the numerical results will
demonstrate that the approach turns out useful and accurate enough to understand what
amount of service differentiation can be guaranteed between to the two classes of peers.

The state transition diagram of the new system is reported in Fig.3.3: its birth-death
coefficients are:

λk =
{
λH + λL k = 0
λH k ≥ 1

µk = µ k = 1, 2, 3, . . .
(3.10)
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The blocking probability that low interest customers suffer is 1− p0, where p0 represents
the probability the server is found idle, and it is determined as

1− p0 = 1−
1− λH

µ

1− λH
µ (1−R)

, (3.11)

with R = 1 + λL
λH

. The system steady-state probabilities are given by:

pk = Pr[k users in system] = p0

(
λH + λL

µ

)(
λH
µ

)k−1
, k = 1, 2, . . . , (3.12)

The analysis proceeds along a path that is analogous to the case of the overlay with no
differentiation among users (the reference system from now onward). Here too, the first
element that is needed is the statistical description of the random variable d representing
the customer interdeparture time. In this new context Burke’s theorem cannot be invoked
to describe it: yet, Appendix I shows that the Laplace transform Φ∗(s) of the p.d.f. of
time d is

Φ∗(s) =
(

µ

µ+ s

)
(1− p0) +

(
µ

µ+ s

)
·
(

λ

λ+ s

)
p0 . (3.13)

Armed with the statistical description of the generic interdeparture time, the delay
τL incurred by a low interest peer when initially filling its buffer with S chunks is first
evaluated. Similarly to the reference case, the time diL that elapses between the delivery
of two chunks to the same, low interest customer has to be determined. A reasoning akin
to the one applied for the system with no class differentiation allows to conclude that diL
corresponds to the time between two consecutive departures of customers belonging to
the same i-th flow, originated by the i-th low interest Poisson source. Hence, given that
identical sources are considered, in analogy with (3.2) the Laplace transform for the p.d.f.
of diL is

A∗L(s) =
∞∑
k=1

Φ∗(s)k(1− pL)k−1pL (3.14)

where pL indicates the probability that the departing customer belongs to the i-th, low
interest flow, given by

pL = λLp0
λH + λLp0

· 1
NL

. (3.15)

The time τL it takes a low interest user to accumulate S chunks is evaluated in analogy
with (3.6) as

τL = tsL +
S−1∑
i=1

diL , (3.16)

tsL being the time spent in the loss system by a low interest customer: let S∗L(s) indicate
the Laplace transform of its p.d.f. It is worth observing that for low interest customers tsL
coincides with the service time, exponentially distributed with parameter µ: as a matter
of fact, a low interest customer is either immediately served or blocked, but it never incurs
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into queueing; hence,
S∗L(s) = µ

µ+ s
. (3.17)

From (3.16), recalling (3.14) it is straightforward to express the Laplace transform for
τL p.d.f., T ∗L(s):

T ∗L(s) = S∗L(s) ·A∗L(s)S−1 , (3.18)

where-from it is concluded that τL first moment is

E[τL] = E[tsL] + (S − 1) · E[diL] , (3.19)

where E[tsL] = 1
µ , and E[diL] is

E[diL] = −dA
∗
L(s)
ds

∣∣∣∣
s=0

; (3.20)

recalling (3.14), (3.20) is

E[diL] = −
∞∑
k=1

k · Φ∗(s)k−1
∣∣∣∣
s=0
· dΦ∗(s)

ds

∣∣∣∣
s=0
· (1− pL)k−1 · pL =

=
∞∑
k=1

k · 1 · E[d] · (1− pL)k−1 · pL =

= E[d] · pL ·
∞∑
k=1

k · (1− pL)k−1 =

= E[d] · 1
pL

(3.21)

and since from (3.13)
E[d] = 1

µ
+ p0
λ
, (3.22)

E[diL] is obtained:

E[diL] =
( 1
µ

+ p0
λ

)
· 1
pL

; (3.23)

replacing it in (3.19), E[τL] is finally derived as

E[τL] = E[tsL] + (S − 1) ·
( 1
µpL

+ p0
λpL

)
. (3.24)

Following an analogous approach, the Laplace transform of the p.d.f. of the time a
generic, high interest peer requires to receive S chunks is

T ∗H(s) = S∗H(s) ·A∗H(s)S−1 , (3.25)

where S∗H(s) is the Laplace transform of the time tsH spent in system by a high interest
customer and A∗H(s) is the Laplace transform of the p.d.f. of the time diH that elapses
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between the departures of two consecutive customers belonging to the same, high interest
Poisson flow. The determination of S∗H(s) is reported in Appendix II and leads to the
following expressions for the mean of tsH :

E[tsH ] = c1
µ

+ c2
µ− λH

, (3.26)

with
c1 = p0

(
1− λH + λL

λH

)
and c2 = p0

λH + λL
λH

· µ

µ− λH
. (3.27)

As regards A∗H(s) expression appearing in (3.25), it is derived from (3.14) replacing pL
with

pH = λH
λH + λLp0

1
NH

, (3.28)

so that
A∗H(s) =

∞∑
k=1

Φ∗(s)k(1− pH)k−1pH (3.29)

and the first moment E[τH ] is finally determined as

E[τH ] = E[tsH ] + (S − 1) ·
( 1
µpH

+ p0
λpH

)
. (3.30)

It is worth noting the linear dependence on S of all the averages, E[τ ], E[τL] and E[τH ],
although with different slopes and different intercepts with the S = 0 axis. At the end of
next Section E[τ ], E[τL] and E[τH ] will be compared against the corresponding values of
average buffering delay determined with the help of a sophisticated, event-driven simulator.

3.3 Performance evaluation

3.3.1 Profiling the users

To investigate the performance of the proposed system, where the viewing experience of
those users that more frequently watch a specified channel is improved and defended, the
preliminary description of the users’ interests is needed: to obtain it, the database of a
small client-server Web-TV platform, BeConn [28], recently monitored for nine months, 24
hours a day, is employed. The platform offers an Internet TV service to its customers, who
are mostly Italians living abroad, interested in watching their national channels live. The
available data set is fairly limited in size – 61238 records – and features a few anomalous
data, such as missing logouts and closely repeated logins: thus, sessions shorter than 180
s and longer than 18000 s have been discarded, not to pollute the findings. Moreover,
even if the platform is multi-channel, for the purposes of the current work only its most
popular television channel is considered: this is determined as the one exhibiting the
longest viewing time and the largest number of views. M = 113 users out of the overall
population are identified as its spectators. Next, these users are grouped in clusters
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Figure 3.4: Data referring to the most popular television channel and its clustering

employing Fuzzy C-Means (FCM) [29]-[30], a well-known data mining technique; once a
set of metrics is selected, FCM main goal is twofold:

• recognize a particular structure within the examined data set, so as to maximize the
intra-cluster similarity while minimizing the inter-cluster similarity;

• identify within each cluster the representative element, which is called the centroid.

In the setting under consideration the metrics deemed of interest are the average duration
of the viewing session of each user and its number of views. In accordance with the
proposed architecture, this study identifies K = 2 clusters out of the examined population
of viewers, that for clearness’ sake are denoted as CH and CL. Moreover, since FCM is a
soft clustering algorithm, each user i, i = 1, 2, . . . ,M , belongs to every cluster Cj , j = L,H,
with a different degree, identified by the vector of its membership values mi = [miL,miH ],
0 ≤ miL,miH ≤ 1: the rule adopted when implementing the algorithm is to assign the
i-th viewer to cluster CH if miH ≥ miL, to cluster CL otherwise. The fuzziness f , f > 1,
is the algorithm parameter that rules how fuzzy the clustering output will be and the
greater f , the fuzzier: in literature, the most popular f values are [1.5, 2, 2.5, 3]. The
results presented hereafter refer to f = 2: however, it has been checked that the clusters
of the examined data set do not significantly change for different f values, i.e., neither
the size and membership of the population of the two clusters, nor the centroids markedly
vary.

Once the two clusters are detected, high interest users of the popular channel are
identified as those belonging to CH , the cluster whose centroid exhibits the longest average
session time and the highest number of views among the two. Fig.3.4 graphically illustrates
the outcome of this choice: the figure reports the elements that have been classified,
displaying for each of them the average session time and the number of viewing sessions,
both normalized with respect to their maximum observed value, equal to 9889 s and to
314, respectively.



3.3 Performance evaluation 27

3.3.2 System Description

Given the classification of the users is available, a numerical approach is undertaken to
mimic the feature of the P2P architecture: an event-driven P2P simulator based on the
work in [31] is employed, obtained modifying the original code with some custom modules.
The simulated system is a replica of a pure P2P overlay, featuring the presence of one
streaming server. Unless otherwise specified, the overlay has an average population of
N = 500 active nodes: every peer is associated to one viewer of the most popular television
channel of BeConn in a pseudorandom manner, therefore belonging to either cluster CH or
CL. As the number of usersM within the data set is lower than N , the binding is repeated
several times, until all peers are classified: overall, NH = 200 peers are classified as high
interest users and NL = 300 peers are classified as low interest users. Moreover, peers
exhibit heterogeneous upload and download capacities. The capacity values and the users’
percentages that have been employed, drawn from current Italian ADSL offerings, are
reported in Table 3.1. Different values for the channel streaming rate, V , are considered,

Table 3.1: Users Bandwidth Profiles

class 1 class 2 class 3
upload bandwidth (kbit/s) 384 704 1024
download bandwidth (kbit/s) 7000 7000 10000
% of peers 80 15 5

ranging from V = 350 to V = 520 kbit/s; the upload bandwidth of the streaming server
is equal to BupS = 4 · V . Under these assumptions the peers upload contribution is
BupPeers = N · (0.8 · 384 + 0.15 · 704 + 0.05 · 1024) kbit/s, so that the resource index
σ, defined as the ratio σ = BupS+BupP eers

N ·V [32] varies between σ = 0.9 (when V = 520
kbit/s) and σ = 1.3 (when V = 350 kbit/s). Distinct operating conditions are therefore
examined: from the favorable case where there is enough bandwidth to distribute the
video content to all overlay members at the desired rate (σ > 1), to the opposite condition
where bandwidth scarcity appears (σ < 1).

Each node within the overlay has 15 neighbors: they are assigned to the peer by the
tracker server, that randomly picks them out of the entire population of users: a data
set accessible to all peers takes on the role of the tracker. Every node periodically sends
buffer maps to its neighbors, to inform them about the video chunks that it holds in its
streaming buffer: the transmission frequency of buffer maps is 1 s−1 and the size of the
streaming buffer is set to 35 s. The request interval for video chunks is 500 ms, meaning
that every 500 ms the node asks its neighbors for the chunks that are missing within its
current request window W , that is 20 s wide. Such window identifies the range where
chunks that can be requested by the node may fall: its right edge coincides with the
highest chunk sequence number that the node is aware of from the inspection of the buffer
maps it received, its left edge is 20 s behind. The window slides forward whenever the peer
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learns from a newly received buffer map that a chunk with a higher sequence number is
available; when a chunk that is yet to be received falls outside the current request window,
it will not be claimed any longer.

The size of each video chunk is P = 20 kbytes. Video chunks are fragmented and carried
inside packets whose individual payload is 1250 bytes, transmitted over the underlying wide
area network, where they suffer latencies that are captured via a suitable delay matrix
[33]: each pair of nodes in the overlay is randomly mapped to a pair of elements of the
latency matrix, with an average end-to-end delay of 79 ms.

The nodes exhibit a dynamic behavior: they can enter or leave the system at any
time. At the beginning, the nodes’ interarrival times are exponentially distributed with
an average value 0.1 s, instead, when the nodes within the system become equal to N , their
interarrival times are modulated so as to keep nearly constant their number; whereas the
session times are exponentially distributed for the entire simulation, with average value
1500 s.

As Section 3.1 described, video chunks for high interest users are allowed to queue
up at the parent peer’s site: the queue length, measured in number of video chunks, is
indicated by Q. Unless otherwise specified, Q = 3.

3.3.3 Differentiating Performance

The behavior of the P2P platform is first investigated in the safe condition when the
resource index σ = 1.3, i.e., when the system is underloaded. Figs.3.5 (a) through (c)
provide an overall picture of the performance experienced by low and high interest peers
and also report the values of the metrics of interest for the reference system without
differentiation, where video chunks never queue up. In detail, Fig. 3.5(a) shows the
behavior of the average delivery ratio R as a function of the simulation time: the reported
values have been determined as averages over the entire population of peers for several
simulation runs. The dashed line refers to high interest users, the dot-dashed line to low
interest users, the solid line to the reference system. As the resource index is σ = 1.3,
the R values are very close to 1 for both classes of peers, with a slightly better and
smoother behavior guaranteed to high interest nodes. Fig.3.5 (b) similarly reports the
average playback delay Dplbk as a function of the simulation time: the difference between
the values referring to high and low interest peers on average settles at about 6 s, a
non-negligible distance. Moreover, high interest users always experience a lower playback
delay than peers of the reference system, whereas low interest peers are only slightly
penalized with respect to the nodes in the original, reference architecture. Fig.3.5(c)
displays the Cumulative Distribution Function (CDF) of the buffering delay: this delay
has been determined computing the time that elapses from the instant when a new peer
requests its first video chunk up to the point in time when 10 s of video have accumulated
in its buffer, that are deemed reasonable to let the playout begin. Within the examined
setting, this corresponds to the reception of S = 21 consecutive video chunks. As an
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Figure 3.5: Comparison between the performance of high and low interest users, for σ = 1.3,
Q = 3 and S = 21
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interesting example, this figure indicates that with probability 0.9 high interest peers can
accumulate 10 s of video in 9.5 s, whereas it takes 23.4 s for low interest peers and 13.2
s for peers of the reference system with no differentiation; the difference in performance
between the two classes is noticeable and becomes even more relevant for higher CDF
values. Overall, a better performance is granted to high interest users: they enjoy smoother
and higher delivery ratios, as well as lower playback and buffering delays; at the same time,
viewers less interested in the content of the examined channel pay a penalty, mostly in
terms of delay, but are not excessively penalized in terms of delivery ratio, and therefore
are not discouraged from joining the overlay.

To understand the effects that different values of the queue size Q have on system
behavior, Figs. 3.6 (a) through (f) report the overall average of the delivery ratio, of the
playback delay and of the buffering delay as a function of Q, for two distinct values of
the resource index σ: Figs.3.6 (a) through (c) refer to σ = 1.3, Figs.3.6 (d) through (f)
to σ = 1. The overall averages have been computed over the entire population of peers
and also over over the streaming session duration for several simulation runs. This set
of figures indicate that an increase of the queue size mostly penalizes the low interest
peers, broadening the gap between their performance and the one experienced by high
interest users. Indeed, increasing Q allows more chunks for high interest users to queue up
at the peer’s site, preventing the transmission of chunks requested by low interest nodes
(recall their requests are disregarded if they cannot be immediately served). The figures
also highlight that high interest peers experience a more favorable condition than in the
reference system when Q takes on sufficiently low values – e.g., Q = 3 – but the advantage
cancels out if Q increases. This indicates that it is more beneficial to limit Q: doing so,
the system does not have to cope with the transmissions of old video chunks that aged
while waiting in the peers’ queues. Most importantly, Figs.3.6(e) through (g) show that,
even in the limit condition when σ = 1, high interest users are guaranteed a very satisfying
performance: hence, the moderate queueing introduced to assure them a better streaming
service also protects them when the overlay enters a critical regime of resource scarcity.
To complete the picture, Fig. 3.7 displays the value of buffering delay corresponding to the
90th percentile as a function of Q for the two classes of users when σ = 1.3, and compares
it against the buffering delay measured in the reference system. As expected, increasing
the queue size determines an increase of the 90th percentile values and an increased gap
between the performance of the two groups of users. This figure also confirms that, when
the queue size is sufficiently large, queueing does not pay off any longer.

Next, Figs.3.8(a) through (c) show the overall average of the delivery ratio, of the
playback delay and of the buffering delay as a function of the resource index σ for high
and low interest nodes of the proposed system and for the peers of the reference system.
For every σ value the new system is able to grant service differentiation between the two
classes of users: a better performance is guaranteed to high interest nodes at the expense
of low interest users and the performance gap increases with decreasing σ, that is, when
the available resources are limited. Most notably, these figures confirm that high interest
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(c) Average Buffering Delay, σ = 1.3
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Figure 3.6: Comparison between the average performance of high and low interest users as a
function of Q, for σ = 1.3 and σ = 1, when S = 21

users enjoy good values of average delivery ratio, playback delay and buffering delay even
if σ < 1, that is, even if the system is overloaded: as an example, for σ = 0.9 their average
delivery ratio is still 0.95, the average playback delay is 40 s and the average buffering
delay is 15 s, as opposed to the reference system, where the values settle at 0.84, 150 s
and 40 s, respectively. Equivalently, allowing for some moderate queueing of chunks for
the high interest viewers and depleting this queue before serving any chunk request from
low interest users effectively protects high interest nodes and guarantees them a satisfying
viewing experience even when resource shortage conditions occur.

The purpose of next investigation is to understand how the performance of the proposed
P2P system is biased by the percentage of high interest users, PH , over the total number
of nodes. Next figures therefore dismiss the original composition of the population of
television channel viewers derived in Subsection 3.3.1 and illustrate the behavior of the
overall average delivery ratio (Fig.3.9(a)), playback delay (Fig.3.9(b)) and buffering delay
(Fig.3.9(c)) as a function of PH for two different values of the resource index, σ = 1.0 and
σ = 1.3. Fig.3.9(a) depicts the delivery ratio of high interest users, low interest users and
of the users in the reference system. This figure indicates that, when PH increases, the
advantage of high interest users over the peers in the reference system decreases and low
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Figure 3.7: 90th percentile of the buffering delay as a function of Q, for σ = 1.3 and S = 21

interest nodes are significantly penalized. On the other hand, if PH is small, high interest
users are more efficiently served, as only a small portion of the overlay resources is required
to serve them; in parallel, the requests of low interest peers are more likely to be satisfied,
so that ordinary users experience a satisfying service too. The same comments also apply
to the overall average of the playback and buffering delays reported in Fig.3.9(b) and
Fig.3.9(c).

3.3.4 Average Buffering Delay: Analysis vs. Simulation

The purpose of this subsection is to test the accuracy and usefulness of the model put
forth in Section 3.2 to evaluate the average buffering delay that different categories of users
experience. Thus, Fig. 3.10 confronts the average buffering delay obtained by simulation
with the values analytically determined as a function of the number S of buffered video
chunks, for the users in the reference system, as well as for high and low interest peers of
the newly proposed architecture. Solid lines refer to simulation, dashed lines to analysis.
E[τ ], E[τL] and E[τH ] expressions are computed relying upon (3.9), (3.24) and (3.30)
respectively, for the following values: V = 350 kbit/s, so that λH = NH · (V/P ) = 437.5
packets/s, λL = NL · (V/P ) = 656.25 packets/s and λ = λH + λL = 1093.75 packets/s;
moreover, as BupS = 1400 kbit/s, from the data reported in Table I Bup = BupS +
BupPeers = 233.280 Mbit/s, so that µ = Bup/P = 1458 packets/s. This figure indicates
that for the reference system with no differentiation the model provides a very tight
approximation to the average buffering delay for S values greater than 12, whereas for low
values of S the model moderately underestimates it. The latter statement also applies to
the curves referring to high and low interest nodes: in both systems, this behavior can be
explained observing that, when a new peer joins the overlay, it will take some time before
its neighborhood is complete and buffer maps are exchanged on a regular basis with the
totality of its neighbors. The model does not capture this transient, that on average lasts
a few seconds, whereas the simulator does: hence, when S is small so that the new peer’s
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Figure 3.8: Comparison between the performance of high and low interest users as a function
of the resource index σ, for Q = 3
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Figure 3.9: Comparison between the performance of high and low interest users as a function
of the percentage of high interest users PH , for σ = 1, σ = 1.3, Q = 3 and S = 21
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buffer is observed for a short amount of time, its influence on the average buffering delay
is noticeable, whereas for larger values of S, i.e., for longer observation times, it becomes
less and less substantial.

In the system with the two classes of users, it can be observed that for large values
of S the analysis provides a looser approximation to the average buffering delay of high
and low interest peers: it is however striking how moderate the discrepancy is, given the
relatively simple queuing system adopted, that behaves as a loss system for low interest
peers and relies upon an infinite queueing for the high interest customers.

As regards model scalability, Fig. 3.11 shows the comparison between the analytical
and the simulative values of the average buffering delays varying the number of peers
within the overlay, when S = 21. The figure indicates that for increasing values of N
the model is sound and becomes more and more accurate at predicting system behavior:
for the reference system the analytical approximation is very accurate; for the system
with two groups of viewers, the corresponding sets of curves reveal that increasing N

the approximation becomes excellent for high interest peers and the discrepancy from the
simulation shrinks to less than 7% s for low interest nodes.

In conclusion, E[τ ], E[τL] and E[τH ] provide useful and accurate enough estimates for
the average buffering delays in both systems and therefore serve as valuable tools to a
priori estimate the achievable performance of the overlay.



Chapter 4

Combining P2P and DASH

As earlier mentioned, the DASH is a recently proposed standard that offers different
versions of the same media content to adapt the delivery process over the Internet to
dynamic bandwidth fluctuations and different user device capabilities. The P2P paradigm
for video streaming allows to leverage the cooperation among peers, guaranteeing to serve
every video request with increased scalability and reduced cost.

In this chapter, I propose to combine these two approaches in a new P2P-DASH
architecture, exploiting the potentiality of both: the first section 4.1 critically provides a
state of the art and cover related work; section 4.2 describes the proposed architecture,
with particular attention to the devised rate control algorithm to steer nodes among
overlays, with the aim to guarantee a good users satisfaction and the actions introduced
to confine the switching delay; section 4.3 discusses the numerical results and highlights the
effectiveness of this solution and its capacity to warrant its users a very good performance.

4.1 State of the art

The majority of the works on DASH, the new adaptive streaming standard, focuses on
client-server architectures and in this setting, different algorithms to dynamically choose
the most appropriate DASH representation have been proposed. Among some recently
published contributions, the study in [34] investigates the adoption of DASH over multiple
content distribution servers. In the examined architecture, the rate adaptation logic is
applied to blocks of video fragments, downloaded in parallel from different servers; a
novel proportional-derivative controller is further introduced to adapt the video bit rate,
and system performance is studied through a theoretical approach and some laboratory
experiments. In a similar manner, in a P2P architecture each user in parallel requests
missing video content to several neighbors, that is, each of them acts as a concurrent
server; in this context however, the pool of peers that provide useful content varies over
time, often unpredictably.

Various bandwidth-based solutions have also been introduced in order to perform rate
control in DASH, as in [35], that suggests an adaptation algorithm relying on the smoothed

37
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HTTP throughput to determine if the current media bit rate matches the end-to-end net-
work bandwidth, or as in [36], whose strategy relies upon the TCP download throughput
of the client to determine the available bandwidth in the presence of congestion, whereas
it constantly probes the network and adapts to its new conditions otherwise. The status of
the playback buffer is considered in [37], that strives to preserve the minimum buffer length
that avoids interruptions and minimizes video quality variations during the playback and
so does [38], whose authors investigate a more conservative, QoE-driven scheme. More
generally, current network conditions are monitored to efficiently – and hopefully fairly –
leverage network resources, whereas the status of the client’s buffer is examined to guar-
antee a smooth playout and avoid video stalls, the focal point being the client’s streaming
quality. Yet, the algorithms that govern the video streaming requests are steered only by
the user’s perspective: that is, the client’s objective is to optimize its viewing experience,
regardless of the impact that its decisions have on the video quality perceived by other
users. To the authors’ knowledge, in the client-server strategies proposed in literature the
user is not directly interested to the status of the whole system and at the same time it
does not possess the concepts of cooperation or partnership with other users.

Differently from the previous works, I therefore propose a new rate control algorithm
that strives to guarantee a good performance to the single user without loosing the overall
system sight: hence, a node selects the most proper DASH representation taking into
account some local, indirect video quality measures and also some parameters that reflect
the health status of the P2P system.

The contributions in [39] and [40] are worth noting, as they propose the joint adoption
of P2P and DASH. The former work proposes a standard compliant solution to inte-
grate peer-assisted streaming in conventional DASH client-server systems, and represents
a suitable approach in a CDN (Content Delivery Network) type of environment; the lat-
ter applies DASH technique to a P2P architecture and exploits game theory to rule the
switching process among different representations. Differently from [39] and [40], I do not
examine a Video on Demand (VoD) system: both works correctly investigate platforms
whose population size is very limited, as it is the case for VoD, and interpret P2P as a sec-
ondary, although beneficial, feature of the video distribution architecture; on the contrary,
our study delves the feasibility and the achievable performance of a system that delivers
a live streaming channel to a large floor of users, with very little contribution from the
server.

4.2 A new P2P-DASH Architecture

In our proposed architecture, P2P is the significant feature that rules the distribution of
multimedia content: users are therefore organized in a virtual network, termed overlay,
which is built at application layer, and are actively involved in the video diffusion process.
They relay portions of the content they already own in their local buffer to other users -
their peers - through the virtual links of the overlay. I consider the case where a single
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video channel has to be streamed to a population of users whose size is N and assume that
K DASH representations of the video are instantaneously available: unlike VoD client-
server architectures, where K takes on relatively high values, in the examined scenario K
is intentionally confined to lower values, not to excessively complicate the design of a live
system which has to respect tighter latency constraints.

We assume that the bit rate is what distinguishes the different available DASH repre-
sentations, each being distributed within a separate P2P overlay: the j-th representation
exhibits a streaming rate rj and is delivered within the j-th swarm, 1 ≤ j ≤ K; without
loss of generality, I set rj < rj+1, ∀j, j = 1, 2, . . . ,K − 1. As Fig.4.1 indicates, the server
is responsible for initially igniting the diffusion process: it delivers each representation to
the corresponding overlay as a sequence of video chunks, relatively small fragments of the
encoded video. Every peer belongs to one overlay at a time and contributes to sustain
the process with its own upload bandwidth, further spreading the video chunks that it re-
ceives to other peers belonging to the same overlay. Peers have heterogeneous upload and
download capacities and therefore supply content to other mates in a diversified manner.
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Figure 4.1: System architecture

The examined P2P overlays are mesh-based, and within each of them every peer ex-
changes video chunks with M randomly chosen neighbors, implementing a pull-based
protocol. The peer periodically informs its neighbors about the video chunks that it holds
in its streaming buffer by forwarding its buffer maps. Moreover, the peer periodically asks
its neighbors for the chunks that are missing within its current request window W . Such
window identifies the range where chunks that can be requested by the node fall: its right
edge coincides with the highest chunk sequence number that the node is aware of from the
inspection of the buffer maps it received, its left edge is X s behind. The window slides
forward whenever the peer learns through the new buffer maps that it receives from its
neighbors that a chunk with a higher sequence number is available; when a chunk that
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is yet to be received falls outside the current request window, it will not be claimed any
longer, as outdated.

The DASH representation that a peer desires is the representation featuring the stream-
ing rate the peer aims at viewing the video content at: we observe that it depends on the
combined limits set by the user’s access network and by the display characteristics of its
terminal; the user’s preferences might also contribute to determine it, as it is the case
when different charging rates are applied for distinct video qualities.

A peer requesting the video channel for the first time begins watching representation
1, that features the lowest bit rate, r1, hence the lowest quality: this choice allows to start
the playout in a reasonably short time, and positively influences the overall quality that
the user experiences [11]. After joining overlay 1, if the peer’s desired representation is not
the video alternative at the lowest rate, the peer attempts to move upward and possibly
succeeds; however, during the flow of the streaming the peer might also have to move
downward to a lower quality representation, depending on current system conditions, and
then it will dynamically attempt to advance again. These actions translate into migrations
from one overlay to another and I require that a peer exclusively moves from its current
overlay to an adjacent one, i.e., from overlay j to j+1 or j−1 if 2 ≤ j ≤ K−1, from overlay
j to overlay j+1 if K = 1, and from K to K−1 if j = K; this guarantees the minimal gap
between two consecutive representation playouts, as recommended in [41][42] to confine
the amplitude of bit rate variations and its negative effects on the perceived video quality.
Furthermore, I assume that every DASH segment is made of the same number n of video
chunks and that the chunk duration tchunk is the same in every overlay, which translates
into a different amount of media bits being placed in every chunk. Indicating by Lj such
size for the chunks that are distributed within overlay j, we have

Lj = tchunk · rj . (4.1)

As shown in Fig. 4.2, for the ideal case of perfectly synchronized overlays, this choice
allows a smooth transition between different representations. In the realistic circumstance
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Figure 4.2: Migrating to different media representations in ideal conditions

of a time lag between different overlays as portrayed in Fig. 4.3, the constant duration of
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the chunks still preserves the smoothness of the transitions, as long as the user’s buffer
can absorb time shifts among different representations.
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Figure 4.3: Migrating in real conditions

4.2.1 The Proposed Algorithm

In a conventional client-server scenario, DASH provides the user with the functionalities
needed to perform adaptive streaming and leaves open the selection of the algorithm that
rules the switching among the different available representations. The client is assigned
the task to check its current conditions via the monitoring of various parameters, and to
ask the server for a different representation, if needed. As previously observed, proposals
in literature rely on the observation of several indicators and put forth different criteria to
govern the switching. However, it is exclusively the local perspective that plays a role in
the design of the control algorithm: within the current proposal, although the primary aim
of the peer remains to experience a satisfying streaming quality and to efficiently deploy
its network resources, the user’s decisions cannot any longer be taken in isolation, as the
peer has to be fair to all other peers within the system. I therefore require that every
peer employs two distinct types of status indicators, local and global, to decide if, when
and where to migrate; whereas the former indicators indirectly supply information about
the peer’s video quality and are locally measured by the peer itself, the latter parameters
provide a clue about the current health of the overlays and are periodically handed out by
the server to all peers, that rely upon both to enforce the adaptive rate selection algorithm.

Among local indicators, I utilize:

• the Delivery Ratio (DR), defined as the ratio between the number of video chunks
that meet the playback deadline over the total number of chunks that a peer should
receive, measured with a periodicity of t̃ s. Such ratio indicates the throughput that
the peer experiences and indirectly signals the quality of the received video in the
very recent past;

• the Request Window State (RWS), defined as the ratio between the number of
downloaded video chunks within the current request window W and the size of
such window measured in number of video chunks, 0 ≤ RWS ≤ 1. This indicator
provides an indirect forecast of video quality in the near future, as its value reflects
the imminent status of the playout buffer at the peer’s site.
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Among global indicators, I select those among the status pointers determined by the
server that can be distributed to peers with very little effort, namely:

• the instantaneous resource index [43] of the j-th overlay, σj(t), j = 1, 2, . . . ,K,
defined as

σj(t) =
CSj +

∑
i∈Nj(t) ci

|Nj(t)| · rj
, (4.2)

where CSj is the capacity that the server commits to the j-th overlay to distribute
the representation with rate rj , ci is the upload capacity of the i-th peer belonging
to overlay j, Nj(t) is the set of active nodes within such overlay at time t and |Nj(t)|
is the set cardinality;

• the instantaneous efficiency of the j-th overlay, defined as

Ej(t) =
USj(t) +

∑
i∈Nj(t) ui(t)

|Nj(t)| · rj
(4.3)

where USj(t) is the actual upload rate that the server provides to overlay j at time t
and ui(t) is the actual upload rate at time t of the i-th user within the same overlay.

When the instantaneous resource index σj(t) takes on a value greater than or equal to
1, in principle the j-th overlay can successfully guarantee the video delivery to all of its
members, whereas when its value falls below 1, the overlay operates in a critical regime;
hence, σj is a high-level indicator of the overlay health. However, the instantaneous
efficiency Ej(t) provides a more accurate picture, as it captures some system behavior
that would otherwise go unseen, if σj only were examined. To depict a scenario where this
happens, it suffices to examine a flash crowd of viewers that abruptly enters the system,
wishing to stream the video: newly incoming peers initially act as free riders, as they
momentarily have no video chunks to share. It is immediate to conclude that the value
of the instantaneous efficiency drops, revealing a potentially critical operating condition,
that the resource index cannot seize.

Let us next consider the generic peer i within overlay j and indicate by rd(i) the
streaming rate of its desired representation; the steps that the algorithm enforced by the
peer goes through every ∆t seconds are listed below:

(i) peer i checks its current streaming rate rj against rd(i) and if rj < rd(i), i.e., if
the peer is not satisfied, it first verifies whether it can leave its current overlay or it
has to defer its departure. This last circumstance occurs if overlay j is not in good
health and node i upload capacity is beneficial to it, that is, if σj is lower than 1 and
if the peer upload capacity ci is greater than the streaming rate rj ; in this case, it is
convenient that the peer does not move upward to overlay j + 1. If on the contrary
nothing prevents the departure, peer i further verifies if its future contribution to
the target overlay j + 1 will be positive, i.e., if its upload capacity ci is greater than
the streaming rate rj+1. If so, the peer migrates, as it will be beneficial to overlay
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Algorithm 1 Rate Switching Control Algorithm
Node i in overlay j every ∆t seconds
;verifies its satisfaction
if ( rj < rd(i)) then
;verifies the current overlay status
if ( (σj < 1) and ( ci >= rj)) then
do not migrate to overlay j + 1;

else
;verifies the destination overlay status
if ( ( ci > rj+1) or (σj+1 > 1 and Ej+1 > Ethres) ) then
migrate to overlay j + 1; exit;

end if
end if

end if
;verifies its viewing quality
if ( ( DR(t)

i < DRthres) and (RWS
(t)
i < RWSthres) ) then

migrate to overlay j − 1; exit;
else
stay in overlay j; exit;

end if

j+1. If not, the node further verifies that overlay j+1 has abundant overall upload
capacity and that the video diffusion process within the overlay is taking place in an
efficient and noncritical manner, hence the target overlay is able to accommodate a
new peer, regardless of it being a relatively “poor” contributor. So, the peer moves
to overlay j + 1 if σj+1 > 1 and Ej+1(t) > Ethres, where Ethres is a properly set
threshold.

(ii) peer i also verifies its local status quality indicators, updating the weighted moving
average of its delivery ratio and request window state in the following manner:

DR
(t)
i = wD ·DR(t)

i + (1− wD) ·DR(t−∆t)
i (4.4)

and
RWS

(t)
i = wW ·RWS

(t)
i + (1− wW ) ·RWS

(t−∆t)
i , (4.5)

respectively, where wD and wW are the weight coefficients. If DR(t)
i and also RWS

(t)
i

are below their predefined thresholds, RWSthres and DRthres respectively, the view-
ing quality is not deemed satisfying and the peer scales down to a lower rate repre-
sentation, hence it moves to overlay j − 1.

The pseudo code describing the algorithm locally implemented by the peer is reported
in Algorithm 1.

Note that in the rate selection algorithm that is proposed to steer the peer’s move-
ments among overlays, the upgrade decision is conservatively influenced by the peer’s
local metrics – its current rate rj and its desired streaming rate rd(i) – and also by the



44 Combining P2P and DASH

global indicators of the current and destination overlays, whereas the downgrade process
is exclusively governed by local indicators. The rationale behind this choice is that global
indicators point to the overall status of the system and therefore let the peer learn if the
migration from its current swarm to the overlay distributing a higher bit rate represen-
tation can be safely performed. On the other hand, through local indicators the peer
indirectly measures its streaming quality and decides if it is time to scale down to a lower
DASH representation, in order to preserve a good viewing experience.

4.2.2 Integer Linear Programming Model

To demonstrate that the proposed architecture and the rate control rule that it adopts
are able to cope with the expectations of the users in terms of desired streaming rate,
I formulate an Integer Linear Programming (ILP) problem modeling a simplified, static
system that will represent an initial term of comparison. More accurately, I examine
K overlays/representations and a population of N users with heterogeneous streaming
rate requirements, and state that the system goal is to satisfy as many users as possible
providing them with the streaming rate they desire, subject to the only constraint that
in every overlay the resource index takes on a value greater than one. To mathematically
state such problem, I define user i satisfaction within overlay j as:

s(i, j) =
{

1 , if rd(i) = rj

0 , otherwise
(4.6)

and state that the goal is to maximize the satisfaction function S̄, defined as

S̄ =
N∑
i=1

K∑
j=1

s(i, j) · xij , (4.7)

subject to the following constraints:

K∑
j=1

xij = 1 , ∀i, i = 1, 2, . . . , N , (4.8)

rd(i)− rj ≥ 0 , if xij = 1, ∀i, i = 1, 2, . . . , N , (4.9)

and

CSj +
N∑
i=1

ci · xij − rj ·
N∑
i=1

xij ≥ 0 , ∀j, j = 1, 2, . . . ,K (4.10)

where xij is a binary variable that indicates if peer i is assigned to overlay j, i.e.,

xij =
{

1 , if peer i belongs to overlay j
0 , otherwise

. (4.11)

The set of constraints in (4.8) guarantees that every peer belongs to one overlay only.
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The set of constraints in (4.9) indicates that the i-th peer can only belong to an overlay
that distributes the video at a rate rj lower than or equal to its desired rate rd(i). The
set of constraints in (4.10) is equivalent to the requirement that in every overlay the
resource index σj is greater than 1. To verify last statement, it suffices to observe that
rj ·

∑N
i=1 xij = rj · |Nj |: dividing both members of (4.10) by it easily demonstrates the

equivalence.
The solution to this problem answers the following question: if a genie were to allocate

as many users as possible in the way they desire, exclusively respecting the resource index
constraint in every overlay, what is the maximum value of satisfaction that could be
attained? Note however that two important remarks apply:

• the ILP model represents a simplified P2P-DASH system operating in a static set-
ting, where no notion of quality is present and where peers do not dynamically enter
and leave the system; as such, it provides an upper, optimistic bound to the actual
global satisfaction that any newly proposed system exhibits in a real scenario;

• There might be more distributions of the peers within the overlays that all achieve
the same, maximum value of satisfaction. It is therefore useful to verify whether we
have a unique distribution or not: if the former circumstance occurs, we can consider
the actual values it provides and compare against them the distribution determined
by a newly proposed control.

In order to check whether we have a unique problem solution and consequently one single
distribution for the online nodes in each overlay, I proceed in the following manner: I
numerically solve the problem and determine the achieved value of satisfaction S, then
proceed to a new formulation, where I add to the previous constraints in (4.8) and (4.10)
the following:

K∑
j=1

N∑
i=1

sij · xij ≥ S , (4.12)

and replace the objective function in (4.7) with a new one, namely

S′ =
N∑
i=1

K∑
j=1

s(i, j) · wij , (4.13)

the wij ’s being uniformly randomly picked values in [0, 1]. If the distribution of peers
within the different overlays that fulfills the new maximization problem does not vary
with respect to the original solution, then the distribution is unique and can be profitably
employed for comparison purposes. I anticipate here that applying this procedure to the
examined setting revealed that the solution I determined is indeed unique.

4.2.3 Actions to Reduce Switching delay

In this subsection I discuss some structural features I introduced in the design of the P2P
platform aiming to reduce the switching delay, a critical metric that heavily affects the
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user viewing quality. In analogy to what happens when the node joins the system for the
first time and has to collect a reasonable amount of content before the playout begins,
I consider the migration to the new overlay successfully completed when the node has
accumulated a given number, say S, of consecutive video chunks within its buffer and I
call the delay the node incurs to complete this process the switching delay.

4.2.3.1 Silent Neighborhoods, Buffer Reuse and Priority Queuing

I begin observing that, in the transition from the current overlay to an adjacent one,
the peer looses some time in disconnecting from its old neighbors, building up the new
neighborhood, then waiting for buffer maps. Only at this point in time the peer is able to
request video chunks. These actions are necessary for the successful insertion of the peer
into its target overlay, but inevitably require some time, that might in turn translate into a
discontinuous playout: in order to confine such delay, that I term setup time, the proposed
system relies upon an additional feature I call the silent neighborhood, whose underlying
idea is to have the peer maintain contacts with nodes both in its current and also in its
adjacent overlays. Namely, I request the peer in overlay j to create and simultaneously
maintain a neighborhood in three overlays, the j-th, the j + 1-th and the j − 1-th, and to
exchange buffer maps with the nodes belonging to all three neighborhoods: however, only
one of such sets of nodes is active at a time, i.e., the peer exchanges both buffer maps and
video chunks with the nodes that belong to the “active” neighborhood in the j-th overlay
where the peer resides, whereas it only exchanges buffer maps with its neighboring peers
in the two adjacent, “silent” overlays. The construction of the silent neighborhood obeys
the same rules as the active one: M peers are randomly chosen within the overlay and
whenever a node departs, it is immediately replaced by a new one. Moreover, a reciprocal
relationship holds: if node i belongs to node h silent neighborhood, then node h is a silent
neighbor of i. Fig.4.4 illustrates the mechanism.

overlay joverlay j‐1 overlay j+1

peer i

………

p

silent neighborhood
of peer i in overlay j+1

silent neighborhood
of peer i in overlay j‐1 

buffer map

d h k

of peer i in overlay j+1 
active neighborhood
of peer i

o pee o e ay j

video chunk

Figure 4.4: The silent neighborhood mechanism

There is one first and immediate benefit that the silent neighborhood solution brings
in: when the peer migrates to an adjacent overlay, its setup time is zeroed, as the node
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can immediately ask its silent neighbors to accept it as an active node, assigning some of
their actual upload bandwidth to the communication and beginning to deliver content to
the peer. Within the process, if the uplink bandwidth of some among the potential new
neighbors is exhausted, the peer will look for alternative partners; however, the peer will
very unlikely start from scratch in building up its new neighborhood; rather, it will swiftly
begin receiving the video chunks currently distributed in the target overlay.

It is indisputable that the silent neighborhood solution implies some signaling over-
head, as the generic peer constantly transmits and receives more buffer maps than in the
conventional architecture, but the burden is more than acceptable, as it will be quantified
in Section 4.3.7.1.

As regards the streaming process within the target overlay, note that it can be “early”
with respect to the origin overlay of the peer, meaning that the swarm distributes newer
video chunks, or it can be “late”, that is, the overlay distributes older video chunks, and
the node has to adapt to both conditions: for doing so, it determines the newest advertised
video chunk in the target overlay and from there it begins to request chunks backward
for the entire width W of its request window; assuming that the head of the newest
chunk corresponds to time tcurr within the video stream, the requests will fall within the
R = [tcurr −W, tcurr] interval.

Luckily, because of the previous assumptions, DASH moves from one representation to
another with a time granularity which is equal to the size of a segment, so that at the time
the switching takes place the node can profitably inherit all the segments – not necessarily
contiguous – within its buffer that fall within R. This buffer content reuse contributes
to avoid video stalls and eases the transition to the new video representation. Note that
if the buffer reuse mechanism only were introduced, with no silent neighborhoods, the
video chunks already present in the peer’s buffer at the time of the transition would not
be exploited in the most effective manner: as a matter of fact, to identify which DASH
segments can be reused a node needs to know the streaming position of the target overlay;
to this end it has to construct the new active neighborhood within the target overlay
and then wait for some buffer maps; during this time interval some of the video segments
stored in the streaming buffer might become outdated, and if this happens, they have
to be discarded to make room for more recent video chunks. On the contrary, when the
silent neighborhood mechanism is implemented, the migrating peer is already hooked to
the newest advertised chunk in the target overlay and immediately proceeds to check what
chunks can be profitably inherited to accumulate S seconds of consecutive video.

I aim at quantifying the benefit that the buffer reuse allowed by DASH guarantees and
to have a sound term of comparison, I consider the reference case where the node joining
the new overlay is forced to remove from its buffer the video chunks of the representation
it was previously receiving and to collect the video chunks of the new representation from
scratch. As every DASH segment is composed by n video chunks, at migration time it
might happen that the node has not received all chunks of one or more segments: segment
fractions are useless and have to be discarded, whereas the completely received segments
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only are inherited. This statement is made clear by the example portrayed in Fig.4.5, where
the segment with sequence number 135 is entirely missing after the migration process. Yet,
non-contiguous segments numbered 133, 134 and 136 can be reused.

Missing segment 
 
 
 

133 134 136 

… 

… 

135 Before migration 

After migration 

 Newest advertized video chunk  Received chunk  Missing chunk 

Useful segment 
 
 
 

Useless segment 
 
 
 

Figure 4.5: Example of missing fragments

A further technique that I propose to ameliorate system performance is the introduc-
tion of priority for the delivery of video chunks from the parent node to the requesting
peers. This solution implies that, when the peer moves to an adjacent overlay, its requests
for video chunks are taken care of by its parent nodes with higher priority than the requests
raised by nodes already resident within the swarm, so as to favor a swift acquisition of
video content. This privileged condition lasts for an adequate, although finite, time inter-
val, which is again equal to the time needed to accumulate S seconds of consecutive video.
Accordingly, in every overlay chunk requests are categorized as either low or high priority;
moreover, a low priority chunk request being received while the parent node is busy is
lost, whereas some limited waiting is allowed for high priority requests, that are lost only
when the corresponding queue, i.e., buffer, is full. In order not to excessively penalize
the video distribution process towards nodes already present within the overlay, the size
of such queue is limited, its value depending on the upload capacity of the distributing
node and on the size in bytes of the video chunks being spread in the overlay. Indicating
by Q(l, j) the queue length of the generic parent node belonging to class l, with upload
capacity cl, within overlay j, and by treq s the periodicity by which the nodes issue new
chunk requests, I set

Q(l, j) = treq
tchunk·rj

cl

, ∀l = 1 . . . C, ∀j = 1 . . .K , (4.14)

so as to guarantee that if a video chunk is queued, it will be sent to the requesting peer at
most after treq s. For this feature too, in the next Section I will numerically demonstrate
what effects will be introduced on system behavior.
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Algorithm 2 Modified Switching Control Algorithm
Node i in overlay j every ∆t seconds
;verifies its satisfaction
if ( rj < rd(i)) then
;verifies the current overlay status
if ( (σj < σthres(ki, j)) and ( ci >= rj)) then
do not migrate to overlay j + 1;

else
;verifies the destination overlay status
if ( ( ci > rj+1) or (σj+1 > σthres(ki, j + 1) and Ej+1 > Ethres) ) then
migrate to overlay j + 1; exit;

end if
end if

end if
;verifies its viewing quality
if ( ( DR(t)

i < DRthres) and (RWS
(t)
i < RWSthres) ) then

migrate to overlay j − 1; exit;
else
stay in overlay j; exit;

end if

4.2.3.2 Diverse Requirements for Diverse Peer Classes and Overlays: the
Modified Algorithm

As our interest is in devising mechanisms that allow DASH a fluid playout, I finally
conceive a change to the core algorithm whose primary aim is to guarantee an even sleeker
overlay transition. The idea is to force the streaming process within the different overlays
to be as much as possible aligned: the transition will therefore be facilitated, since a larger
portion of the peer buffer content can be advantageously reused. A way to achieve this is
to harden the conditions that rule the peer transition to an overlay that distributes video
at a higher rate than the peer capacity, and to make such conditions even stiffer when the
rate of the target overlay increases. Accordingly, the original algorithm Alg.1 is modified
as detailed in Alg.2, where I introduce a matrix of resource index thresholds whose generic
element is σthres(li, j), li being the class that node i belongs to and j the index of the
overlay, obeying the following rules: σthres(li, j) > σthres(lh, j), under the hypothesis that
peer i belongs to a class whose upload capacity is lower than the class peer h belongs to,
and σthres(li, j+ 1) > σthres(li, j), recalling overlay j+ 1 distributes video at a higher rate
than overlay j. When compared to the original algorithm, the new approach forces weaker
peers to reside within the overlays that stream the video at the lower rates, hence in some
cases it prevents them to reach the desired swarm. Yet, I will numerically provide evidence
that the overall performance they experience is more rewarding, which is the final result
every system should strive to achieve.
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4.3 P2P-DASH performance evaluation

4.3.1 Simulation Setting

To evaluate the performance of the system under investigation and of the algorithm that
it employs, I implemented an event-driven simulator based on the source code available in
[31]. I built a replica of a multi-overlay system, where every swarm streams the same video
at a different bit rate. The system has an average population ofN = 2000 active peers, that
dynamically enter and leave; nodes populate the system within the first 20 s and in this
interval their interarrival times are exponentially distributed with an average of 0.1 s; after
the first 20 s, the interarrival times are modulated so as to keep nearly constant the number
of peers in the system. Session times are exponentially distributed, with an average of
1500 s. Nodes belong to four different classes whose upload and download capacity values
stem from the current European Internet connection offerings [44][45][46]; the percentages
of users belonging to the different classes are drawn from the Akamai European average
connection speed report [47]; the employed values are reported in Table 4.1. K = 4 video
representations are available at rates 700, 1500, 2500 and 3500 kbit/s; such values have
been chosen having in mind the typical streaming rates of Internet Standard Definition
video (SD) and High Definition video (HD). The streaming server allocates to each overlay
only a small amount of its upload capacity, equal to four times the rate of the video, i.e.,
CSj = 4 · rj , indicating that our focus is on a pure P2P system. Moreover, the size of
the current request window that every peer works with is X = 20 s, the chunk duration
is tchunk = 200 ms, the delivery ratio is locally computed every t̃ = 5 s and the threshold
values I employed are the following: DRthres = 0.5, RWthres = 0.3 and Ethres = 0.9. In
next subsections I will provide a thorough justification for these choices. The coefficients
for the computation of the weighted moving average of DRi and RWSi are wD = 1

3 and
wW = 2

3 , respectively, revealing that, with regard to the local delivery ratio I tend to
privilege stability in the estimate in (4.4), whereas for the request window state in (4.5) I
give priority to what happens at current time. Last, the periodicity that the rate control
algorithm employs is ∆t = 4 s.

Class 1 Class 2 Class 3 Class 4
Upload capacity (kbit/s) 704 1024 1500 10000
Download capacity (kbit/s) 2048 8192 10000 50000
% of peers 20 21 42 17

Table 4.1: User capacity profiles and percentages

I begin investigating system behavior in three indicative scenarios, termed conserva-
tive, uniform and aggressive: the aim is to quantify system behavior in distinct, meaningful
settings, each representing a reference case that might indeed occur. Within the conser-
vative setting, every peer is allowed to prudently stream the highest representation whose
bit rate is lower than its upload capacity: so, class 1 and class 2 users can only stream rep-
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resentation 1, class 3 users representation 2 and class 4 users representation 4. Within this
scenario every overlay is exclusively composed by peers whose upload capacity is greater
than the streaming rate of the video that the overlay distributes and bandwidth resources
are therefore abundant. The second investigated scenario is termed uniform, as the generic
peer uniformly and randomly selects the representation it desires, subject to the natural
constraint that it is lower than the peer’s download capacity. The underlying idea is to
mimic the spreading of different representation requests due to the users’ displays, with
heterogeneous resolution capabilities. It follows that the representation range is limited
for class 1 users only, that choose between representation 1 and 2 with equal probability,
whereas users belonging to class 2, 3 and 4 equally distribute their video requests among
the four available representations. The third scenario is termed aggressive, as every peer
aims at streaming the video at the highest representation whose bit rate is lower than
its download capacity: in this case all peers aim at streaming representation 4, except
for class 1 peers, that are confined to representation 2. In the aggressive scenario it is
impossible to fulfill all users’ requests: if peers were uncritically placed within the overlays
distributing the desired representations (2 and 4), the aggregate upload capacity of each
swarm would not be enough to satisfyingly deliver all peers the video, the resource index
values being markedly lower than 1, namely, σ2 = 0.48 and σ4 = 0.91. So, in this setting
the challenge is to place as many peers as possible within the desired overlay, in a manner
that secures good values to the local quality indicators.

4.3.2 Merit Figures

To assess the performance of the proposed architecture and gain a thorough understanding
of the effects that its different features bring in, various merit figures have to be considered.
In detail, I have focused upon and evaluated the following indicators:

• the Delivery Ratio, DR, experienced by system users within the different overlays,
that indicates how efficiently the streaming process takes place;

• the playback delay, defined as the interval that elapses from the point in time when
the video chunk is generated by the streaming server up to the instant when it is
received by the viewing user, so as to gain an insight on the time lag that the P2P
distribution inevitably introduces, and also to verify to what extent the solution is
able to fulfill the users’ requests of near-real time services;

• the distribution of the users within the overlays, to understand how closely their
original streaming rate requests can be satisfied;

• finally and most importantly, the switching delay incurred by the generic user when
it moves from the current overlay to a new one, an action which DASH adoption
inherently favors.

The results of next subsection numerically illustrate our findings.
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4.3.3 Different Users Requests Scenarios

Fig.4.6 reports the distribution of online nodes among the four overlays, each corresponding
to one video alternative, as a function of time. Fig.4.6(a) refers to the conservative setting:
after the initial transient, when I compare the number of nodes within each overlay shown
in this figure to the number of nodes that wish to stream every representation, reported in
the first row of Table 4.2, I conclude that they are very close. On the contrary, Fig.4.6(b)
shows that in the uniform scenario, the nodes that stream representation 4 are fewer than
the ones that would like to stream it, as indicated in the second row of Table 4.2, revealing
that it is not possible to serve all peers requesting the highest rate representation, owing to
the peers’ scarce upload capacity. As a result, the rate control algorithm redirects some of
these peers towards the overlays that distribute lower rate videos: this also explains why
the number of online nodes watching representations 1 and 3 slightly deviates from the
users requests indicated in the same table row. Fig.4.6(c) refers to the aggressive scenario:
here, it is worth noting that the initial transient prolongs longer and that the number
of nodes in each distinct overlay significantly differs from the number of peers wishing
to stream the different representations indicated in Table 4.2, third row. This happens
because there are not enough resources to satisfy all users’ requests, only a fraction of
nodes are placed in the desired overlay and the remaining ones must be redistributed
among the other overlays. Moreover, the unsatisfied nodes will try, whenever possible, to
move to a higher rate representation.

Fig. 4.7 illustrates the comparison between the number of online nodes within each
overlay obtained by simulation and the number provided by the numerical solution of
the ILP problem, for the three examined scenarios. The number of online nodes within
the simulated P2P-DASH system has been averaged over time (considering only the last
1500 s of the simulation) and also over 10 distinct simulation runs. In the conservative
and uniform scenarios, Figs.4.7(a)-(b) indicate that the two distributions are extremely
close. This proves that our algorithm correctly controls the peer movements when system
resources are not overly stressed. In the aggressive scenario, Fig.4.7(c) shows that the
difference is more noticeable.

Scenario repr. 1 repr. 2 repr. 3 repr. 4
conservative 820 840 - 340
uniform 600 600 400 400
aggressive - 400 - 1600

Table 4.2: Number of nodes wishing to stream each representation

Fig.4.8 further shows the comparison between the system satisfaction S that the pro-
posed P2P-DASH architecture attains and the satisfaction value provided by the numerical
solution of the ILP problem for the reference system of Section 4.2.2; the reported values
have been normalized with respect to N = 2000, the total number of users. Within the



4.3 P2P-DASH performance evaluation 53

0 500 1000 1500 2000 2500 3000
0

500

1000

 

 

0 500 1000 1500 2000 2500 3000
0

500

1000

 

 

Overlay 1

Overlay 2

Overlay 3

Overlay 4

0 500 1000 1500 2000 2500 3000
0

500

1000

Simulation time (s)

O
n

li
n

e 
n

o
d

es

 

 

(a)

(b)

(c)

Figure 4.6: Node distribution in the examined scenarios: (a) conservative, (b) uniform, (c)
aggressive

P2P environment, satisfaction has been monitored during every simulation run with a
periodicity of 10 s over the last 1500 s of the streaming session, then these instantaneous
values have been averaged over time and also over 10 distinct simulation runs. The figure
shows that our system nearly satisfies as many nodes as the system modeled through the
ILP approach in both the conservative and the uniform scenarios; this further corrobo-
rates the conclusion that the proposed solution is effective at exploiting resources when no
critical shortage occurs. It does not, only when the most demanding, aggressive scenario
is examined: however, as next figures will demonstrate, the proposed system succeeds at
guaranteeing its users good local conditions, a goal the ILP model cannot pursue.

4.3.4 Tuning the Rate Control Parameters

From now onward, I will exclusively concentrate on the most challenging setting, which
is the aggressive scenario, and I will begin tuning the thresholds that the rate control
algorithm employs so as to optimize system performance. I first investigate the DRthres
effect on system behavior, and take as reference metrics the delivery ratio that the overlays
exhibit, averaged over their population, and the system satisfaction. In order to have the
downward migration process exclusively ruled by the comparison between DR(t)

i , the value
of the peer local delivery ratio, and the DRthres value, I set RWthres = 1 in Algorithm
1. Fig.4.9 accordingly shows the satisfaction S and the delivery ratio R that the system
achieves, when varying the DRthres threshold. The delivery ratio R that appears in the
figure has been computed as the weighted average of the average delivery ratio of each
overlay, where the weight associated to each value corresponds to the average number
of users within the same overlay. I note that R increases as DRthres increases: as a
matter of fact, a greater value of the threshold translates into a looser constraint ruling
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Figure 4.7: Comparison between the P2P-DASH architecture and the ILP model in the ex-
amined scenarios: (a) conservative, (b) uniform, (c) aggressive

the downward migration process. In other words, in every overlay other than the first
a larger number of peers migrates to the lower overlay, while those who remain exhibit
relatively high values of delivery ratio. On the other hand, being easier to move downward
reflects into a lower chance for the peer to reside within the desired overlay, where-from
a lower value of satisfaction S. It is therefore necessary to find a compromise value for
DRthres, that at the same time guarantees good values for the considered metrics. As
Fig.4.9 suggests, I chose to work with DRthres = 0.5, a trade-off value that warrants a
satisfying value for both.

I next examine the influence of RWthres, the threshold on the request window state,
on the algorithm behavior and in turn onto the achievable system performance. This
threshold acts on the local parameter RWS(t), that provides the peer with a forecast
of the status of its playout buffer in the very next future. Whereas it is meaningful to
consider the condition on the local delivery ratio alone, as I did before, I believe that the
same does not hold for the condition on the request window state: as a matter of fact,
the former offers a reliable snapshot of the current situation at the peer’s site, the latter
displays the intrinsic uncertainty of a projection, and this inevitably affects the reliability
of the rate control decision process. On the other hand, to consider both conditions when
deciding whether to downgrade can turn out beneficial, especially if RWthres takes on a
sufficiently modest value. In order to validate this statement, I begin by observing that
both the delivery ratio R and the system satisfaction S are not heavily influenced by
different choices for RWthres: when decreasing RWthres from 1 to 0.3, I observed that
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they modify from 0.95 to 0.94, and from 0.77 to 0.76, respectively. What is significantly
affected by this threshold is the number of hops and the time each peer spends within the
overlay that distributes its desired streaming rate. The number of hops is a crucial metric
to monitor, as the viewing quality is heavily influenced by it [41], [42]. I therefore fix
DRthres = 0.5 and report in Fig.4.10 the probability mass function (pmf) of the number
of hops that the generic peer makes from one overlay to another during its lifetime for
three reference values of RWthres, namely, RWthres = 1 (that corresponds to bypassing the
condition), RWthres = 0.7 and RWthres = 0.3. I built the pmf’s on the basis of the target
overlay that the peers aim at reaching, as a user targeting the overlay that distributes the
highest representation will make the largest number of hops with the highest probability.
In the examined aggressive setting, the two target overlays are overlay 2 and overlay 4.
The figures on the left column refer to peers that wish to stream representation 2, the
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Figure 4.10: pmf of the number of hops for peers targeting overlay 2 and overlay 4

ones on the right column to peers that wish to stream representation 4. In detail, the
comparison between Fig. 4.10(a) and Figs. 4.10(b)-(c) indicates that the introduction of
the RWS condition reduces the number of the hops of nodes, the effect being substantial
for the nodes aiming at representation 2; as an example, when RWthres = 0.3 a peer makes
only one hop with probability 0.87. A similar advantage, although not so impressive, is
experienced by peers requesting representation 4: for this class of peers the average number
of hops reduces from 5.4 to 4.3 and also the standard deviation decreases.

Fig.4.11 depicts the complementary cumulative distribution function (CCDF) of the
total time (red line) and the average consecutive time (blue line) the generic peer spends
within the desired overlay, normalized to the peer’s life time. Fig.4.11 (a) refers to the
case where no RWS(t) control is exerted, and Figs.4.11 (b)-(c) refer to the adoption of
the threshold RWthres = 0.7 and 0.3, respectively. I pleasingly observe that for the peers
aiming at overlay 2 the two CCDF’s progressively get closer as RWthres decreases: if
RWthres is sufficiently low, the probability that the peer spends more consecutive time
within the desired overlay significantly increases. An additional threshold, Ethres, comes
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Figure 4.11: CCDF of the normalized residence time
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into play when the peer locally implements the rate control algorithm, but I deliberately
postpone its investigation to subsection 4.3.6, where I analyze system behavior in the
presence of a flash crowd.

4.3.5 DASH-unaware System Comparison

Having tuned the algorithm, I next proceed to demonstrate the effectiveness of our pro-
posal. To this end, Fig. 4.12 confronts the average delivery ratio that each overlay exhibits
in the P2P-DASH architecture (blue bars) to the average delivery ratio of two DASH-
unaware P2P systems made of isolated overlays. First, I consider a system where there is
one overlay for every distinct streaming rate that peers might request. In this solution,
nodes do not support DASH and therefore cannot dynamically move from one swarm to
another; rather, they join and reside in the overlay that distributes the video at the bit
rate they request. I term this solution as “ISO-desired” (red bars). In the third system I
examine, peers join and reside in the overlay that is indicated by the solution of the ILP
problem (see Fig. 4.7(c)), so as to obtain the optimal value of global satisfaction; I refer to
it as “ISO-ILP” (green bars). The values of delivery ratio have been computed as averages
over the total number of active peers and also over the streaming session duration, for 10
different simulation runs. For the P2P-DASH system, although not all peers belong to
the desired overlay, Fig. 4.12 indicates that on average they experience excellent values of
delivery ratio, always greater than 0.94 except for the overlay distributing representation
3, which is a transition overlay where very few nodes reside. As for the “ISO-desired”
system, only the two overlays distributing representation 2 and 4 are present and both
display unsatisfactory values of the delivery ratio (as low as 0.43 for overlay 2, about 0.79
for overlay 4). Observing the behavior of the “ISO-ILP” system, I can further outline
that except for overlay 1, the average delivery ratio of overlays 2 and 4 is lower than the
one experienced by the corresponding overlays in the P2P-DASH system. As regards the
playback delay, defined as the interval between the time when the generic video chunk is
generated at the video server and the instant the same chunk is rendered at the peer’s
site, the improvement that the P2P-DASH architecture achieves is even more significant:
Fig.4.13 reveals that the average playback delay is approximately reduced by an order of
magnitude. Overall, the comparison definitely plays in favor of the proposed architecture.

4.3.6 Facing a Flash-Crowd Event

Given dynamism is exactly the reason why adaptive streaming through DASH has been
introduced, it is significant to explore how the examined system reacts to the presence of
a flash crowd, so common in a P2P environment. In this subsection I therefore investigate
how the proposed architecture reacts to the occurrence of a step join of new users, that
massively want to enter the system in a relatively short amount of time. I therefore
overload the system, which has reached the steady-state condition and accommodates
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Figure 4.12: Comparison among average delivery ratios: P2P-DASH architecture and systems
with isolated swarms
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Figure 4.13: Comparison among average playback delays: P2P-DASH architecture and sys-
tems with isolated swarms

N = 2000 users, with N ′ = 3000 new incoming peers that begin entering the system at
time tFC = 3000 s for the next 30 s. The same percentages and capacity values that
originally described the composition of the peer population are applied to this bulk arrival
of new users.

Fig.4.14 evidences the different tides of new peers moving from one overlay to the next:
all users are forced to enter within the overlay that distributes the lowest representation
of the video, and it is here that the number of online nodes first peaks; then they move
forward, their wave investing overlay 2 and 3, to finally reach overlay 4. In less than 3
minutes, the P2P platform is able to react to this massive strain.

Within such framework, it is also crucial to discuss the relevance of the efficiency
displayed by the system overlays as defined in (4.3) and employed by the rate control
algorithm as a global indicator. To this end, I recall that in Algorithm 1 the upward
migration of the peer is ruled by the combined observation of the current value of the
resource index and of the efficiency that the target overlay displays. The condition on
the first indicator reflects the static resource balance, the condition on the latter points
to the true capability that the target overlay owns to successfully deliver the video. In
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Figure 4.14: Online nodes in the presence of a flash-crowd event

greater detail, Fig.4.15 indicates that the massive arrival determines a huge peak in σ1(t),
the resource index of the overlay distributing the lowest streaming rate, as all new peers
enter overlay 1 and all of them have an upload capacity ci greater than or equal to r1; the
same trend, although on a reduced scale, is observed for the remaining overlays, except
for the one distributing the video at the highest streaming rate, where on the contrary the
majority of the joining peers have an upload capacity ci lower than r4.
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Figure 4.15: Evolution of the resource index
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Figure 4.16: Evolution of efficiency

If in parallel I examine what happens to efficiency, I notice from Fig.4.16 that the
flash crowd occurrence immediately determines a sharp, negative peak in E1(t), which in
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turn reflects in E2(t): it is a manifest signal that a critical regime will soon appear. As a
matter of fact, even a robust overlay can momentarily operate in critical conditions and
the reason is that its newcomers will temporarily act as free riders: they do require video
content, without sharing any.

Fig.4.17 shows the behavior of the average delivery ratio (the average being computed
over the peer population in every overlay) when the flash crowd occurs, and compares the
behavior of the system where the algorithm exerts no control on E(t) (Fig.4.17(a)) to the
system where the algorithm duly takes it into account (Fig.4.17(b)). I set the threshold to
the conservative value Ethres = 0.9, so as to significantly slow down the upward migration
during the abrupt step join. Fig.4.17(b) indicates that the negative spikes of the delivery
ratio are either eliminated or markedly confined within all overlays except for overlay 1. It
is also interesting to notice that the average delivery ratio of overlay 2 and 4 stays above
0.9, indicating that the video diffusion process is taking place in a satisfying manner, and
that in overlay 3 the delivery ratio does not even show any reduction after t = tFC . As for
the negative impact that the flash crowd has on overlay 1, it is unavoidable: this overlay
represents the system entry point and as such the arrival of new peers is not influenced
by the rate control algorithm.
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Figure 4.17: Comparison between delivery ratios

4.3.7 Switching Delay Decrease

4.3.7.1 Silent Neighborhood and Buffer Reuse

Figs.4.18(a)-(c) show the cumulative distribution function (CDF) of the switching delay for
the system that leverages either the silent neighborhood or the buffer reuse mechanism, or
both, and for a reference system, that I call the original system, that does not employ them.
The figures reveal that such features statistically improve the switching delay, although
in a different manner; moreover, these actions are significant for all overlays, except for
overlay 1, where the majority of inputs are caused by the arrival of new peers in the system,
which explains why the corresponding results are omitted. When the system employs the
silent neighborhood mechanism only, the improvement consists in reducing to zero the
setup time: in the original system this time is modeled as a random variable, uniformly



62 Combining P2P and DASH

distributed between 500 and 4000 ms. Hence the gain is moderate, and the horizontal lag
between the corresponding curves (solid vs dashed lines) is of the order of magnitude of its
average, equal to 2250 ms. I also observe that the combined use of the silent neighborhood
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(b) overlay 3
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Figure 4.18: Switching delay CDF

mechanism and the buffer reuse (dash-dotted lines) leads to the best results: the former
action allows the nodes to immediately know which complete segments can be reused,
on the basis of the streaming position within the migration overlay; indeed, every silent
neighbor advertises what video chunks it owns, so that a migrating node already knows
the newest video chunk distributed within the target overlay and immediately proceeds
to request the missing video chunks. As an example, Fig.4.18(a) referring to overlay 2
indicates that a node in the original system (solid line) experiences a switching delay
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Figure 4.19: Control overhead with and without silent neighborhoods: (a) overlay 1; (b) over-
lay 2; (c) overlay 3; (d) overlay 4

equal to or greater than 25 s with probability 0.8, while in the system that introduces
the buffer reuse only (dotted line) the delay decreases to 4.5 s and it is 0 s for the system
that jointly combines the two actions (dash-dotted line). The exclusive introduction of the
buffer content reuse (dotted lines) allows to reduce the switching delay in a different way
depending on the considered overlay, namely, the advantage decreases when the distributed
video streaming rate increases, mainly due to the mismatch between the streaming point
of adjacent overlays. The fact that overlay 3 is a transit overlay, where there are not stable
nodes, contributes to misaligning the streaming process between overlay 2 and overlay 3,
as well as between overlay 3 and overlay 4. Notably, this is observed in Fig.4.18(c), that
refers to overlay 4: here, to know in advance how many and which DASH segments the
node can reuse leads to a minimal benefit, since there is a high probability that the number
of inheritable segments is very low.

The silent neighborhood mechanism inevitably introduces some overhead, as a generic
node has to construct and manage three neighborhoods in place of one, and several control
packets are necessary to connect, disconnect, replace the silent neighbors, as well as to ex-
change buffer maps. So, in addition to quantifying the significant benefits this mechanism
introduces when employed in conjunction with the buffer reuse, it is also mandatory to
assess the price to be paid. To this aim, I define the control overhead as the ratio between
the control bytes and the overall bytes sent by a node calculated with a time periodicity
of ∆ = 5 s. Figs.4.19(a)-(d) plot the overhead averaged over all nodes in each overlay as a
function of the simulation time. In the original system (solid lines) the control overhead
decreases from overlay 1 to overlay 4: this had to be expected, as the size of the control
packets is the same in all overlays, whereas the size of the video chunks increases in the
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overlays that distribute the video at higher streaming rates, as indicated in (4.1). When
the silent neighborhood is introduced, the overhead increases, in particular for those over-
lays where the joining events take place more frequently, i.e., for overlay 1, as all nodes
joining the system enter from here, and for overlay 3, an overlay where a node transits
toward overlay 4, but where it often comes back if its viewing quality is not satisfying.
Even though the values of overhead double and triple for overlay 1 and for overlay 3, in
the worst cases they are confined to about 1 − 2%, so I can safely affirm that the per-
cent increase of control packets due to the silent neighborhood management is abundantly
counterbalanced by the switching delay reduction.

4.3.7.2 Priority Queuing

This subsection reports the results obtained when the scheduling policy adopted by the
parent nodes to provide video content to the requesting peers is modified, in order to assign
higher priority of retrieving video chunks to those users that have just entered the overlay
and need to fill up their streaming buffer, to either start or continue the playout at a
different rate. As regards the Q(l, j) values defined in (4.14) that have be employed, some
numerical examples are reported next: for a class 4 node with upload capacity c4 = 10000
Kbit/s belonging to overlay 1 that distributes video at r1 = 700 Kbit/s, the queue length
is Q(4, 1) = 57, whereas if a node of the same class belongs to overlay 4 that distributes
video at r4 = 3500 Kbit/s, its queue length is Q(4, 4) = 11. Figs.4.20 (a) through (c) show
the CDF of the switching delay experienced by the peers in overlays 2 through 4; as before,
the viewgraph referring to overlay 1 is omitted. The figures allow to compare the original
system (solid line) to the architecture that introduces the priority policy (dashed line), to
the system where the silent neighborhood and the buffer reuse techniques are introduced
(dash-dotted line), and finally to the one that jointly combines the priority mechanism to
the silent neighborhood management and buffer reuse. Comparing the original system to
the one that introduces the priority scheduling policy, from Fig.4.20(a) referring to overlay
2 I observe that a generic node within the latter system accumulates 8 s of video in 12.3 s
or fewer seconds with probability 0.8, against the 26.6 s required by a peer in the original
system. Similar gains are observable for overlay 3 and 4, as Figs.4.20(b)-(c) show.

When examining the system that combines the priority scheduling policy with the silent
neighborhood management and the buffer reuse, we conclude that here too a statistical
improvement of the switching delay is achieved, as we note comparing the dotted and the
solid lines in Fig4.20(a)-(c). The delay reduction is different for the three overlays: it is
huge in overlay 2, where with probability 0.9 the switching delay becomes 0 when the buffer
reuse strategy is introduced, and still very appreciable for overlays 3 and 4. However, the
combined adoption of priority and neighborhood plus the buffer reuse mechanism has a
contrasting effect:

• for low values of switching delay, the curves that refer to the system with no priority
(dash-dotted lines) are better;
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Figure 4.20: Switching delay CDF: (a) overlay 2; (b) overlay 3; (c) overlay 4

• for high values of switching delay, the curves that refer to the system with priority
scheduling (dotted lines) are better.

With reference to the first remark, I anticipate that the priority scheduling introduction to
some degree deteriorates the streaming process in overlay 3, which results more misaligned
with respect to the adjacent overlays: numerical evidence of this statement will be provided
by next figures. Any misalignment implies a lower efficiency of the silent neighborhood
and buffer reuse techniques, since there are not so many useful DASH segments to inherit;
for this reason I assist to a decrease in the probability of a generic peer to experiment
no switching delay at all and to an initial worsening of the CDF curves. This effect is
predominant for low values of the switching delay, that is, for the nodes that migrate with
an almost full buffer and take a little time to fill it. However, I can also state that the
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Figure 4.21: Average delivery ratio for the original system and for the system with priority
scheduling
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Figure 4.22: Playback delay CDF for the original system and for the system with priority
scheduling

adoption of the priority scheduling accelerates the collection of the video chunks needed
to fill up the buffer, so the slope of the curves of the system with priority (dotted lines) is
steeper than that of the system with the silent neighborhood and the buffer reuse (dash-
dotted lines). This effect is more evident for high values of the switching delay, that is, for
the nodes that join the new overlay with an almost empty buffer and that cannot benefit
of the buffer reuse effect. Moreover, these figures indicate that the system with priority
guarantees lower values of the maximum switching delay.

I next complete the investigation on the effects of priority scheduling on system per-
formance and determine the average delivery ratio and the CDF of the playback delay.
Fig.4.21 reports the average delivery ratio of each overlay for the system that introduces
the priority scheduling and compare it to the original architecture. The values of delivery
ratio have been calculated as averages over the total number of peers and also over the
last 1000 s of simulation, when the system exhibits a stable behavior, for 10 different
simulation runs. I notice that only the delivery ratio of overlay 3 decreases, whereas the
remaining values in the two systems are comparable. This occurs because overlay 3 is a
poorly populated overlay, subject to frequent join events and departures, as no peer actu-
ally wants to reside in it: the few “older” nodes are busy serving the numerous newcomers
with higher priority, at the expense of the video diffusion process towards its old peers.

Fig.4.22 reports the CDF of the playback delay experienced by a generic node in the



4.3 P2P-DASH performance evaluation 67

different overlays, and as anticipated before, it reveals that the spreading process in the
“odd” overlay moderately worsens, due to the introduction of the priority scheduling policy,
and that the same holds for overlay 1, the system entry point. Overall, it is noteworthy to
remark that the priority policy applied in isolation represents an effective tool to reduce
the switching delay; when combined with other features, it nevertheless guarantees to
confine such delay to modest values with high probability.

4.3.7.3 Modified Control Algorithm

As an alternative to the previous system with all its possible variations, I next investigate
the behavior of the modified algorithm introduced in subsection 4.2.3.2. To this aim I
employ the matrix given below; as required for the algorithm to be effective, the σthres(l, j)
values increase or do not vary moving from left to right and from top to bottom.

σthres(l, j) =


1.0 1.2 1.6 1.8
1.0 1.1 1.4 1.6
1.0 1.0 1.2 1.4
1.0 1.0 1.0 1.0


The adoption of the new algorithm has an immediate impact on the average resource

index of each overlay, as it is shown in Table 4.3, as well as on the distribution of nodes
among the various overlays, as reported in Figs.4.23(a)-(b). Table 4.3 highlights that, as
desired, more resources are redirected towards overlays 3 and 4, those that distribute the
video at higher streaming rates, at the expense of overlay 1.

overlay 1 overlay 2 overlay 3 overlay 4
original system 2.5 1.0 1.0 1.1
σthres system 1.4 1.0 1.4 1.5

Table 4.3: Average values of the resource index

Figs.4.23(a)-(b), that report the node distribution in the original system and in the
system with differentiated σthres thresholds, reaffirm that the modified algorithm tends
to place the weaker nodes within the overlays that distribute the video at a streaming
rate lower than or equal to their upload capacity. Here too, the reported values have
been obtained as averages over the last 1000 s of the simulation time and over 10 runs.
The introduction of tighter thresholds limits the possibility of weaker nodes to reach the
overlays that distribute the higher streaming rates, even if they desire it; at the same time
it guarantees a better content diffusion process, i.e., higher values of delivery ratio and
lower playback delays, as the following table and figures will show.

Figs.4.24(a)-(b) allow to compare the CDF of the playback delay of the two systems:
I note that the system that employs differentiated σthres thresholds is able to guarantee
closer values of playback delay among overlays, which equivalently means more aligned
streaming processes, exactly as desired. Moreover, all the curves improve (i.e., move
to left) for the system with differentiated σthres thresholds, except for overlay 1, where
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(a) Original system

(b) System with differentiated resource index thresholds

Figure 4.23: Per class node distribution within each overlay

a reduction of resources occurs, as indicated by Table 4.3. To complete the picture,
Fig.4.25 reports the Complementary Cumulative Distribution Function (CCDF) of the
delivery ratio in the two compared systems, highlighting that the platform implementing
the modified switching algorithm consistently achieves high values of delivery ratio with
higher probability.

distance original system σthres system
0 60.4 35.0
1 8.1 20.7
2 28.6 26.4
3 2.9 17.9

Table 4.4: Percentage of nodes that stream a representation n levels away from the desired

Taking a different perspective, for both systems Table 4.4 reports the percentage of
nodes as a function of the distance between the overlay where the node actually resides
and the overlay streaming the representation the node would like to view: d = 0 means
that the peer is streaming the desired representation, whereas d = 1, 2, 3 indicates the
peer is 1, 2, 3 overlay(s) away from its target, respectively. The modified system is able to
place fewer peers than the original platform within the desired overlay; yet, Figs.4.24 and
4.25 indirectly suggest that the viewing quality the nodes experience is more remarkable,
and this is the key advantage. In other words, it is better to stream at a lower bit rate
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with good quality, without noticing significant switching delays in the transition from one
representation to another and experiencing good operating conditions, than to stream high
rate videos in scarce conditions, as also suggested in [48].
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Figure 4.24: Playback delay CDF: (a) original system; (b) system with differentiated resource
index thresholds
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Figure 4.25: Delivery ratio CCDF: (a) original system; (b) system with differentiated resource
index thresholds

To complete the investigation, Figs.4.26(a)-(c) report the switching delay CDF and
indicate that we obtain a considerable improvement if we differentiate the σthres thresholds
on the basis of the class the node belongs to and of the destination overlay (dashed lines
opposed to solid lines). As a remarkable example, I observe that in overlay 4 for the
probability value 0.8 the switching delay reduces from 36.7 s in the original system (solid
lines) to 16.2 for the σthres system (dashed lines); in overlay 3 it reduces from 45.5 s to
20.3 and for overlay 2 the gain is approximately 10 s; only for overlay 1 the CDF of the
switching delay slightly deteriorates, as resources are less abundant than in the original
system.

With the help of the same figures, it is interesting to investigate how the priority
scheduling policy and the silent neighborhood management with buffer reuse influence
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the system that employs differentiated σthres. Fig.4.26 reveals that the buffer reuse action
(dotted lines) achieves a significant improvement in terms of switching delay, thanks to the
greater alignment among overlays that the modified algorithm introduces. I report some
numerical examples to emphasize the good results: with probability 0.8 a node within
overlay 4 gathers 8 s of video chunks in 3.2 s, far less than the required 16.2 s if the
buffer reuse is not active; and for overlays 2 and 3 with probability 0.8 a node experiences
no delay at all. If in addition to the buffer reuse mechanism we also activate the newest
priority scheduling policy (dash-dotted lines), the improvement is negligible (in Fig.4.26(c)
it just visible for high probability values). This is due to the fact that if the video diffusion
processes of the overlays are adequately aligned, the buffer reuse action allows to inherit a
very high percentage of previously gathered chunks, reducing to a minimum the number
of new chunks to collect, so that the priority scheduling policy has a very low impact.
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Conclusions

In this thesis I focused on P2P live streaming architectures, proposing new design solutions
to improve the existing platforms, so as to provide users with a better quality of the
streaming service.

At first, I proposed an interest-aware P2P streaming platform that guarantees a more
satisfying service to frequent channel viewers than to less regular spectators of a television
channel, and that preserves their viewing experience even when unfavorable operating
conditions build up within the network. Learning about the users’ interests from their be-
havior in the recent past, viewers have been clustered in groups and habitual viewers have
been identified; then, the video chunk scheduling algorithm within the overlay has been
altered, with the aim of granting high interest users a better delivery ratio, a lower play-
back delay and a faster access to the selected channel both in underloaded and overloaded
conditions. An analytical model has been further developed to evaluate the startup delay
and to capture the improvement that the proposed solution introduces. To validate this
model, I compared the values analytically determined by the model with the ones obtained
by simulation, and I concluded that the model provides an accurate estimate for the aver-
age startup delay and therefore serves as a valuable tool for an ‘a priori’ evaluation of such
critical metric that widely influences the user satisfaction. Several additional metrics have
been numerically determined, in order to draw a complete picture of the performance of
high and low interest viewers, varying the most significant parameters within the overlay.
The results indicate that a clear differentiation is attained and that high interest peers
experience a stable, satisfying service in every operating conditions, even when a critical
regime of bandwidth scarcity builds up.

Next, I proposed P2P-DASH, a new architecture that jointly exploits the cooperation
property of P2P and the flexibility of DASH to stream good quality videos to a large popu-
lation of users; it delivers different representations of the same video content, according to
DASH features, each being streamed by a single swarm of a multi-overlay platform. Each
peer within the system relies upon a decentralized rate control strategy that steers its rate
variations, hence its movements from one overlay to another, on the basis of local and
global indicators reflecting the health status of the single peer and of the entire system.
The effectiveness of the proposed solution has been demonstrated through simulations,
indicating that the P2P-DASH platform is able to guarantee its users a very good perfor-
mance; its overlays operate in much better conditions than the overlays of a conventional
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DASH-unaware architecture subject to the same streaming requests and relying upon the
same availability of peers’ upload capacity. Moreover, through a comparison with a ref-
erence system modeled via an integer linear programming problem, it has been shown
that our system also outperforms such reference architecture. Furthermore, the system
behavior has been investigated in the critical condition of a flash crowd, demonstrating
that the harsh and rapid input of a large number of new peers can be promptly revealed
and gradually accommodated.

At the end of this study, I paid particular attention to the reduction of the switch-
ing delay, a critical metric that markedly affects how smoothly the streaming process is
perceived by the user. The proposed system exhibits some peculiar features that aim
at confining such delay and simultaneously guarantee a good functioning of the entire
platform: there is an extension of the peer neighborhood and DASH segments that are
completely received and stored within the peer streaming buffer at transition time are
reused; the scheduling of video chunks assigns higher priority to requests raised by peers
that newly join the system or migrate to a different overlay; both the core algorithm and a
modified alternative are examined, where the latter more conservatively allocates weaker
peers to overlays that stream video at lower rates, therefore reducing their misalignment
and improving performance. System behavior is extensively investigated through simula-
tion and the major findings are as follows: the benefits attained by the introduction of
the silent neighborhood mechanism and the buffer content reuse are the more impressive,
the more the streaming processes in adjacent overlays are aligned; priority scheduling is
the only approach able to reduce the switching delay regardless of such misalignment;
the modified thresholds introduced by the alternative control algorithm guarantee better
alignment and a very good viewing quality. We demonstrated that when such rate control
algorithm is employed in conjunction with the silent neighborhood and the buffer reuse
mechanisms, an excellent performance is achieved, i.e., high values of delivery ratio, low
values of playback and switching delays: however, a trade-off is inevitable, as the users
that exhibit the lowest upload capacity stream the video - with good quality – at a reduced
rate.
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