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Abstract

Data movement remains a major bottleneck in heterogeneous sys-
tems with discrete GPUs, particularly when kernels expose many ar-
guments that are transferred independently, leading to fragmented
allocations and inefficient interconnect utilization. In this work, we
evaluate Argument Fusion, a technique that merges multiple kernel
arguments into a single contiguous buffer, reducing the number of
allocation, transfer, and deallocation operations. We further study
Argument Fusion+, which combines fusion with pinned memory
and asynchronous CUDA transfers. Using both a parametric syn-
thetic benchmark and real benchmarks from the Polybench suite,
we show that Argument Fusion achieves up to 2.1X speedup, while
Argument Fusion+ reaches up to 2.6X. On real benchmarks, the
combined approach improves end-to-end execution time by up to
68%.
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1 Introduction

With the advent of increasingly powerful, highly parallel, and spe-
cialized processing units, the performance of compute-intensive
parts of modern applications has scaled well over the past decade.
Data transfers, however, remain a dominant performance bottleneck
for many systems and workloads [4, 7, 9]. This is particularly evi-
dent in modern heterogeneous systems coupling a general-purpose
multicore CPU (the host) with one or more massively data-parallel
general-purpose graphics processing units (GPUs; the device). Pro-
gramming models such as NVIDIA CUDA [10], Khronos OpenCL
[14], and the OpenMP Acceleration Model [11] follow an execution
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Figure 1: Standard Offloading Paradigm on a System with a
discrete GPU.
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paradigm in which control originates on the host while compute-
intensive code regions (typically referred to as compute kernels) are
offloaded for execution on the device.

The process of transferring execution from the host to the device,
commonly referred to as kernel offloading, typically entails the fol-
lowing steps (depicted in Figure 1): (i) allocation of memory buffers
in device memory for input and output data; (ii) host-to-device
transfers of input data; (iii) control transfer and kernel execution
on the device; (iv) device-to-host transfers of output data; and (v)
deallocation of the device memory buffers.

Both control transfer and data movement introduce overhead
that can significantly affect application performance. In systems
with discrete GPUs, where the CPU and GPU reside on separate
chips, communication occurs over an off-chip interconnect, further
amplifying the cost of these operations.

CUDA, the primary programming model for NVIDIA GPUs,
provides several features aimed at mitigating these inefficiencies.
Asynchronous memory operations and streams allow partial overlap
between communication and computation, while pinned memory
can reduce the number of intermediate data copies, albeit at the cost
of increased programming complexity. Despite these optimizations,
CUDA manages each kernel argument independently, initiating
separate allocation, transfer, and deallocation operations for each
input.

As a result, the total amount of data exchanged between the host
and the device is often transferred through many short bursts rather
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than a few large transfers. This behavior increases runtime over-
head and may lead to inefficient utilization of the communication
channel.

These inefficiencies are particularly pronounced when kernels
expose many arguments of small size. High-level programming
models such as OpenMP [11] and OpenCL [14] follow similar argu-
ment management strategies, leading to comparable performance
limitations.

In this paper we explore Argument Fusion, the merging of mul-
tiple kernel arguments into a single contiguous buffer that is al-
located, transferred, and deallocated only once. While argument
fusion has been proposed previously, to the best of our knowledge,
no extensive evaluation of its benefits and limitations has been con-
ducted, particularly in combination with advanced CUDA features
such as asynchronous memory operations and pinned memory
allocators.

In this work we present an experimental evaluation of argument
fusion and its interaction with advanced CUDA features.

Our experimental results on two heterogeneous platforms (Sec-
tion 4.3) show that Argument Fusion often outperforms both pinned
memory and asynchronous CUDA API techniques when kernels ex-
pose multiple arguments, achieving speedups on the total execution
of up to 2.1x over the standard offloading paradigm. Furthermore,
we show that these optimizations are largely orthogonal, and that
combining them can improve the total execution time of memory-
bound kernels by up to 2.6X.

2 Related Work

The communication bottleneck in systems with discrete GPUs has
been extensively studied. A large body of work focuses on com-
putation and communication overlap [1, 2, 8, 13, 15]. By exploiting
asynchronous transfers provided by programming models (e.g.,
cudaMemcpyAsync in CUDA), these approaches aim to hide com-
munication latency by overlapping Host-to-Device transfers with
kernel execution. Typical strategies include tiling kernel inputs so
that execution can begin before the full data set has been transferred,
or overlapping communication and execution across multiple work-
loads.

Other approaches attempt to improve memory management or
reduce unnecessary transfers [3, 5, 6, 16]. For example, work [3]
proposes compiler optimizations that eliminate redundant transfers
through code migration, while UVM: Discard [16] introduces a
mechanism that removes low-reuse data from device memory to
allow data with higher temporal locality to remain resident.

Only a small number of works directly address the problem of
merging kernel arguments into larger transfers. In Lazy Allocation
and Transfer Fusion [6], the authors propose combining multiple
input arguments into contiguous buffers to reduce allocation and
transfer overheads, focusing primarily on host-side preparation
costs and evaluating the technique on a vector-add workload. Work
[5] instead considers fusion in the presence of dependencies be-
tween data produced and transferred at different stages of execution,
constructing dependency and affinity graphs and formulating the
optimal argument arrangement as a traveling salesman problem.

While these works demonstrate the feasibility of fusion-based
approaches, they do not provide an extensive characterization of
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the performance benefits that fusion alone can offer across differ-
ent workloads and system configurations. In contrast, this work
performs a detailed empirical evaluation of argument fusion, com-
paring it with other orthogonal optimizations and exploring its
performance across a wide parameter space using both synthetic
workloads and real-world benchmarks.

3 Motivation and Background

When GPU kernels are offloaded with multiple mapped variables,
the runtime commonly processes each argument independently,
issuing separate device allocations and host-to-device transfers.
As the number of arguments increases, data movement becomes
fragmented into many small operations rather than a few large
transfers. This behavior increases transfer overhead and can reduce
effective PCle utilization, especially when the amount of data per
argument is small.

This fragmentation introduces four main inefficiencies. First,
each argument may incur its own device allocation and deallocation
overhead. Second, small individual transfers tend to underutilize
the available interconnect bandwidth. Third, independent transfers
limit opportunities for overlap between communication and exe-
cution. Fourth, the overall offloading path may include additional
synchronization and runtime overheads associated with handling
many separate memory operations.

To study these effects, we consider five transfer configurations.
Baseline uses standard pageable-memory transfers without fusion.
Pinned replaces pageable host buffers with pinned memory to im-
prove transfer efficiency. Async uses asynchronous transfers to
enable communication overlap. Fusion packs multiple input argu-
ments into a single contiguous buffer and performs a fused trans-
fer. Argument Fusion+ combines fusion with pinned memory and
asynchronous transfer support. These configurations define the
evaluation space used in the next section. Figure 2 summarizes the
transfer configurations evaluated in this work.

4 Argument Fusion Evaluation

To evaluate the performance improvements enabled by Argument
Fusion, we use two complementary scenarios. First, we study the
technique using a parametric synthetic benchmark. We then eval-
uate it on real benchmarks from the Polybench suite !. For the
purposes of this work, only kernel inputs are fused.

4.1 Argument Fusion Implementation

Before the presentation of the experimental results, we elaborate
on the methodology of manually applying Argument Fusion to
unoptimized code for a kernel with multiple arguments.

For illustration purposes, we describe the optimization process
using the baseline CUDA code of a generic application with 3 in-
puts. The unoptimized device code is shown in Listing 1. The code
features 3 host memory allocations on line 2, 3 device memory
allocations on lines 4-6 followed by 3 transfers HtD on lines 8-10,
the kernel launch on line 12, a copy-back of the result on line 14
and finally the deallocations of the 3 device buffers on lines 16-18.

!Polybench: The polyhedral benchmark suite. Link: http://www.cs.ucla.edu/pouchet/
software/polybench
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Figure 2: Host and Device execution trace for A) Baseline: Separate non-pinned synchronous transfers, B) Pinned Memory:
Separate pinned synchronous transfers, C) Asynchronous API: Separate non-pinned asynchronous transfers, D) Argument
Fusion: Single fused non-pinned synchronous transfer, E) Argument Fusion +: Single Fused pinned asynchronous transfer.

Listing 1: Standard offloading paradigm code for a generic
kernel with 3 input arguments.

0NN U R W =

Host Allocation
A = malloc(n) B = malloc(m); C = malloc(z);
1) Device Allocations
cudaMalloc ((void «+)&A_gpu,n);
cudaMalloc ((void «+)&B_gpu,m);
cudaMalloc ((void #+)&C_gpu,z);
2) 3 Host-to-Device Transfers
cudaMemcpy (A_gpu,A,n, HostToDevice) ;
cudaMemcpy (B_gpu ,B,m, HostToDevice) ;
cudaMemcpy (C_gpu,C,z,HostToDevice) ;
3) Kernel Launch
kernel <<< grid1l, blockl >>>(A_gpu,B_gpu,C_gpu);
4) Writeback of Results
cudaMemcpy (result ,A_gpu,n,DeviceToHost) ;
5) 3 Device De-Allocations
cudaFree (A_gpu);
cudaFree (B_gpu);
cudaFree (C_gpu);

Listing 2: Optimized offloading with Argument Fusion for a
generic kernel with 3 argument inputs.

[ RN R B N I

Single host allocation
A = malloc(n+m+z); B = A+n; C = B+m;
1)Single Device Allocation
cudaMalloc ((void #+)&A_gpu, total_size=n+m+z);
B_gpu = A_gpu+n; Argument Assignment device
C_gpu = B_gpu+m;
2) 1 HtD Transfer
cudaMemcpy (A_gpu,A, total_size ,HostToDevice);
3) Kernel Launch, not modified
kernel <<< grid1 ,blockl >>>(A_gpu,B_gpu,C_gpu);
4) Writeback of Results
cudaMemcpy (result ,A_gpu,n,DeviceToHost) ;
5) Single Device De-Allocation

cudaFree (A_gpu);

84

Table 1: System Platforms Specification Used for Evaluation.

Specification System A System B
GPU Arch. Pascal Ada Lovelace
GPU Model Quadro P400 | GeForce RTX 4090

GPU Memory 2GB GDDR5 24GB GDDR6X

System Interface PCle 3.0 PCle 4.0
CUDA Cores 256 16384
Cores/SM 64 128

In order to perform a single fused transfer of all 3 buffers we
need to modify: (i) Host Allocations (malloc), (ii) Device Alloca-
tions (cudaMalloc), (iii) Host-To-Device Transfers (cudaMemcpy),
(iv) Device Deallocations (cudaFree) and (v) Host Deallocations
(Free).

The optimized code for Argument Fusion is shown in Listing
2. There, we have a single host allocation (line 2) and a single
device allocation (line 4). Pointers to the sections of the unified
device buffer are calculated for host and device on lines 2 and 5-6
respectively before the single, fused transfer is done (line 8). The
kernel is launched without any additional modification on line 10.
On line 12 we have the copyback of the result followed by a single
deallocation of the unified buffer on line 14.

The pinned buffer configuration (Figure 2.B) is implemented
by replacing malloc-based host allocations with cudaMallocHost,
while the asynchronous-transfer configuration (Figure 2.C) is im-
plemented by replacing cudaMemcpy with cudaMemcpyAsync.

4.2 Experimental Setup

Experiments were conducted on two heterogeneous systems, one
equipped with an NVIDIA Pascal P400 GPU and one with an
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NVIDIA Ada Lovelace RTX 4090 GPU. We refer to the systems
by GPU model, since our study focuses on GPU-side allocation and
transfer operations. The device specifications are summarized in
Table 1. Both systems run CUDA version 12.2 on Ubuntu 22.04 LTS.

Unless otherwise noted, results report performance improve-
ments over the baseline configuration (Figure 2.A). End-to-end
execution time is measured from device memory allocation to de-
vice memory deallocation, excluding host allocation and initializa-
tion time. Each experiment is repeated 100 times and the reported
speedup corresponds to the average after removing outliers us-
ing the Interquartile Range (IQR) method?. All comparisons are
performed using identical kernels, data sizes, and system configu-
rations.

4.3 Evaluation of Argument Fusion in a
synthetic benchmark

We use a parametric synthetic benchmark featuring a lightweight
kernel with minimal computation to systematically study the bene-
fits of Argument Fusion. The benchmark allows control over two
parameters:

e Num Args: number of kernel arguments
e Data Size: total data transferred to the device

The explored parameter space ranges from 1KB to 1GB of trans-
ferred data. The number of kernel arguments is set to 16, which
corresponds to the maximum number of inputs observed in our
target benchmark suite.

4.3.1 Argument Fusion Component Analysis. Using the synthetic
benchmark, we evaluate the benefits of Argument Fusion for ker-
nels with 16 equally sized arguments as shown in Figure 3. In this
configuration denoted by the purple line, the baseline runtime per-
forms 16 cudaMalloc, 16 cudaMemcpy, and 16 cudaFree operations,
whereas Argument Fusion replaces them with a single allocation,
transfer, and deallocation.

Across the evaluated data sizes, Argument Fusion consistently
improves performance by reducing the number of allocation and
transfer operations. Peak speedups reach 2.1x on the P400 (at 16 MB)
and 1.85X on the RTX 4090 (at 4KB), with average improvements
of 1.4x and 1.3X respectively. A discontinuity around the 2MB data
size threshold is attributed to the CUDA allocator behavior, which
allocates memory in 2MB blocks [12].

The contribution of each component is also shown in Figure 3
where each line corresponds to the speedup on the total execution
obtained by replacing 16 operations of the baseline (e.g., cudaMalloc)
with a single fused operation. The dominant contributor to the
speedup is the reduction in transfer overhead (cudaMemcpy).

4.3.2  Optimization Scenario Comparison. In this subsection we
evaluate the fully optimized Argument Fusion+ configuration only
for data transfer performance (cudaMemcpy), which combines (i)
pinned host memory allocations, (ii) asynchronous transfers, and
(iii) Argument Fusion. To enable a clear analysis of the individual
contributions of these optimizations, we present results for a repre-
sentative configuration consisting of 16 equally sized arguments
while sweeping total transferred data size as shown in Figure 4.

2Small transfer sizes are particularly sensitive to measurement noise and interference
from other processes during runtime.
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The fully optimized configuration Argument Fusion+(purple line)
achieves peak speedups of 8.8x and 9.2x on HtD transfers alone
for the P400 and RTX 4090 respectively, and 2.6x and 2.55X on
the total benchmark execution, exceeding standalone Argument
Fusion. Across the explored parameter space we observe an average
speedup of approximately 1.7X. Figure 4 further shows the speedup
of HtD transfers over the baseline of the rest of the discussed opti-
mizations separately.

4.4 Polybench Benchmarks

Table 2: Polybench Benchmarks Arguments.

Input Arguments
Benchmark | 2D Arrays | 1D Vectors | Total
Gemver 1 8 9
Mvt 1 4 5
Bicg 1 4 5
Atax 1 3 4
3Vadd 0 3 3
Table 3: Polybench Data Sizes.
Datasets
(KB) (MB)
Bench. | Mini | Small | St/rd | Large | Xtra Large
Gemver 8 60 638 15 61
Mvt 7 58 631 15 61
Bicg 7 58 631 15 61
Atax 7 58 629 15 61
3Vadd 8 60 631 15 61

Argument Fusion and Argument Fusion+ have been evaluated
on a selection of 4 multi-argument benchmarks drawn from the
Polybench benchmark suite and a simple 3-vector add kernel. The
argument counts and dataset sizes for these benchmarks are re-
ported in Tables 2 and 3 respectively.

Figure 5 shows the performance gain on the total execution of
these benchmarks when Argument Fusion is applied (blue bars) and
when Argument Fusion+ is applied. We report maximum speedups
of 38% and 67% for systems A and B respectively.

5 Conclusion & Future Work

In this work, we have provided a detailed evaluation of the benefits
introduced by Argument Fusion as a technique to optimize host-
device data movements in discrete GPU systems. We compared
the technique against modern CUDA features aimed at mitigating
communication inefficiencies, and evaluated it in conjunction with
these techniques as well, providing a thorough exploration that
was missing in all prior work.

In future work, we plan to evaluate the benefits of Argument
Fusion in other interconnects (e.g., NVLink) and a cost model to
show when fusion is impactful. Furthermore, we aim to develop
our own fusion algorithm in the runtime, by gathering arguments
in main memory into a contiguous fused staging buffer.
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